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Chapter 1

Introduction

1.1 Macroscopic neuronal activity

1.1.1 Neuronal rhythms

One of the most typical features of macroscopic electrical brain activity is its
oscillatory or rhythmic nature. In virtually every part of the mammalian ner-
vous system and under a wide variety of conditions, rhythmic electrical activity
can be recorded. A common property of the majority of these rhythms is that
they are not driven by sensory stimuli, but are generated by the brain itself.
Figure 1.1 shows one of the earliest recordings of electrical brain activity in hu-
man subjects. The electrical voltages are recorded through electrodes placed on
the scalp, a technique called electroencephalography or EEG. As is clear from
the figure, different kinds of rhythms can be observed, depending on the state
of the subject [10]. The figure shows gamma oscillations during excitement,
occipital alpha oscillations during relaxed wakefulness, theta oscillations during
drowsiness, sleep spindles during sleep stage two, and slow oscillations during
deep sleep. The above classification is based on the frequency of the rhythms.
The alpha oscillations actually form a family of rhythms, which can be recorded
from different parts of the cortex and have different reactivities [90], [39].

While the phenomenology of these rhythms is documented in detail and under-
standing of the physiological mechanisms behind their generation is advancing,
[101], [61], [78], their functional roles are still a matter of fundamental debate.
For example, hypothesized functions of the occipital alpha rhythm range from
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a mere epiphenomenon and cortical ”idling” to the periodic gating of sensory
information and active inhibition of the visual cortex. These unsettled issues
aside, the traditional view of the brain as a passive device that processes incom-
ing sensory information is gradually being replaced by a view of the brain as
an active, self-organizing system, in which self-organized rhythms play a central
role [10]. This shift of paradigm can also be observed in functional magnetic res-
onance imaging (fMRI) research, where coherent blood-oxygen-level-dependent
(BOLD) fluctuations are observed in the absence of stimuli of explicit cognitive
tasks [37], [71].

Figure 1.1: Human electroencephalograms. Shown are EEG traces recorded from
the human scalp under different conditions (adapted from [80]).

In 1989 Grey and Engel observed that orientation sensitive cells in cat primary
visual cortex responded with a transient oscillation of about 40 Hz upon the pre-
sentation of an optimally oriented lightbar [35]. Moreover, they did not observe
oscillatory responses in the lateral geniculate nucleus, the major relay station
for visual input between retina and visual cortex. This observation demon-
strated that the oscillatory responses were not driven by the stimulus but were
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instead generated by the cortex itself. In a subsequent study they observed
that oscillatory responses of cells with non-overlapping receptive fields could
become synchronized and that this synchronization depended on the global fea-
tures of the stimulus [34], [20]. Specifically, the responses of orientation-sensitive
cells synchronized when the orientation and speed of oriented moving light bars
across the corresponding receptive fields was similar. Based on these observa-
tions it was proposed that oscillatory synchronization of orientation-selective
cells serves as a mechanism to integrate visual stimuli to form the perception of
visual objects. Thus, in this view, contours are represented by synchronized os-
cillatory responses of orientation-selective cells with neighboring receptive fields.
Since these early observations, there has been an enormous scientific interest in
oscillatory synchronization and it is hypothesized that it plays a fundamental
role not only in visual integration, but also in multimodal sensory integration
[65] and in the integration of distributed neuronal processes in general [33],[110],
in establishing flexible communication channels between distant brain regions
[27], [28], and in attentional processes and the selective routing of information
[19]. In [102] and [114] direct mechanistic evidence for the functional role of
synchronized neuronal oscillations is presented. Evidence for the involvement
of impaired synchronization processes in different neuropathologies is given in
[92]. A very extended treatment of neuronal oscillations and synchronization is
provided in [10].

1.1.2 Recording techniques

Electrical currents flowing in nervous tissue give rise to magnetic and electric
fields that propagate through the tissue, cerebrospinal fluid, scalp, and skull.
This allows noninvasive recording of neuronal activity. Since magnetic fields
can easily propagate through air, they can be recorded from a small distance
above the skull. However, because they are extremely small (in the range 50-500
femtoTesla (fT)) special recordings techniques are required. The recording of
neuronal magnetic fields is based on the superconducting quantum interference
device (SQUID) [115] in which superconducting coils transform the magnetic
flux through the coil into an electrical current that is subsequently amplified
and recorded. The application of the SQUID technology to neuronal magnetic
fields is called magnetoencephalography (MEG) and was first carried out in the
early seventies [12] (see Figure 1.2(a)). Because the coils have to be maintained
close to absolute zero temperature, they are immersed in liquid helium (Figures
1.2(a) and 1.2(b)). To shield off the earth’s magnetic field - which is about
109 to 108 times stronger than the magnetic fields originating from the brain -
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the complete recording set-up is placed in room that shields off magnetic fields
from outside. In MEG the coils are arranged in helmet-shape in which the
subjects head is located. Besides the shielded room, external magnetic fields
i.e. magnetic fields not originating from the brain, are attenuated by specific
coil configurations; the axial gradiometer and the planar gradiometer (Figures
1.2(c) and 1.2(d)). Both configurations consist of two coils, which allow - by
subtracting the currents induced in both coils - to cancel out the effects of
distant magnetic sources [111].

Figure 1.2: Magnetoencephalography. (a) Recording set-up showing a subject
in comfortable position, while neuronal activity is recorded by coils inside a
helmet-shaped cavity in the dewar. (b) Cross section of the dewar, showing the
coils immersed in liquid helium. (c) Two coils in axial configuration (axial gra-
diometer). (d) Two coils in planar configuration (planar gradiometer). Figures
(b)-(d) are obtained from [38].

In contrast to neural magnetic fields, which are recorded from outside the head,
neural electric fields are recorded through electrodes placed directly on the
skull (Figure 1.3(a)). This recordings technique is called electroencephalog-
raphy (EEG). Due to the propagation properties of electric fields, electrical
potentials recorded from the scalp have a lower signal-to-noise ratio as com-
pared to the magnetic fields registered with MEG. Despite the lower quality of
the recorded signals, due to its low cost and its easy use, it is by far the most
widely used recording technique in human electrophysiology. Signal-to-noise
ratio and spatial resolution can be increased by placing electrodes directly on
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the cortical surface (Figure 1.3(b)). This technique is called electrocorticogra-
phy (EcoG). Unfortunately, EcoG recordings are highly invasive and are only
used in particular clinical situations where pre-operative functional mapping
or localization of epileptic foci is required. In animal electrophysiology, EcoG
recordings are widely used to monitor the living animal brain in vivo. An even
higher signal-to-noise ratio and spatial resolution are obtained by the use of
depth electrodes, which are inserted into the nervous tissue to record electrical
potentials from deep within the brain (Figure 1.3(c)). The signals recorded with
electrocorticography and depth electrodes are usually referred to as local field
potentials.

Figure 1.3: Recording of neuronal potentials.(a) EEG electrodes placed on the
skull. (b) Electrode grid placed directly on the cortical surface. (c) Depth
electrodes.

1.1.3 Physiological principles

A nerve cell or neuron consists of a cell body (the soma), dendrites - which are
treelike extensions that receive electrical impulses from presynaptic cells - and
an axon, which is a long fiber that carries electrical impulses away from the
soma and towards postsynaptic cells (Figure 1.4(a)). The inside and outside of
a neuron are separated by the cell’s membrane. The electrical impulses through
which neurons communicate are called action potentials or spikes. Most neu-
rons that do not receive input, are in rest and there exists a constant voltage
difference over their membrane (exceptions to this are the so-called pacemaker
cells, which are active also in the absence of input). This so-called resting
potential is caused by concentration gradients of ions (mostly potassium K+,
sodium Na+, and chloride Cl−) between the inside and outside of the cell and
is actively maintained by ion pumps, which are specialized proteins in the cell’s
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membrane. Besides the concentration gradients, the resting potential depends
on the permeability of the membrane for the different kinds of ions. The resting
potential of a typical cortical pyramidal neuron is about -70 mV (the outside
of the cell is defined to have zero potential). If, as a consequence of incom-
ing action potentials, the membrane voltage of the neuron is depolarized (i.e.
raised) above a critical threshold, the membrane voltage transiently reverses
sign, after which it returns to its resting-state value. This transient disturbance
of the cells’ membrane voltage is an action potential. It propagates through the
cell’s axon to excite or inhibit (depending on the type of synapse) other cells [22].

The locations where neurons make contact with other neurons are called synapses
(Figure 1.4(b)). Every neuron has thousands of synapses for receiving action
potentials from other cells and makes thousands of synapses with other cells to
which it sends its own action potentials. When an action potential reaches a
synapse, neurotransmitter molecules are released in the synaptic claft, diffuse,
and a fraction of them binds to receptors located in the postsynaptic membrane.
The neurotransmitter molecules that do not bind are re-uptaken and re-used.
Upon binding, selective ion channels open, leading to a transient change in the
postsynaptic membrane potential in the vicinity of the synapse. This transient
disturbance of the postsynaptic membrane potential is called a postsynaptic
potential (PSP). Depending on the type of neurotransmitter released, the PSP
can be either excitatory or inhibitory. Excitatory postsynaptic potentials (EP-
SPs) increase the likelihood of firing, while inhibitory postsynaptic potentials
(IPSPs) decrease the likelihood of firing of the postsynaptic cell. One EPSP
alone however, cannot make the postsynaptic cell spike. But since the post-
synaptic cell integrates the incoming PSPs, several EPSPs arriving within a
certain time-window can cause the cell to fire an action potential.
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Figure 1.4: Parts of a neuron. (a) Drawing of a cortical pyramidal neuron. (b)
Schematic illustration of a synapse.

A PSP gives rise to a small intracellular current in the dendrites of the postsy-
naptic cell. The magnetic field and electrical potential generated by only one
active synapse, however, are so small that they cannot be recorded by MEG
and EEG, respectively (or even by depth electrodes). But since the apical
dendrites i.e. the elongated dendrite terminating at the apex of the neuron, of
cortical pyramidal cells are locally aligned, the currents of simultaneously active
synapses add-up to produce a magnetic field and potential that is recordable
with MEG and EEG, respectively. Thus, MEG and EEG reflect the synchronous
synaptic activity of a large number of cortical pyramidal cells. It is estimated
that about 40 mm2 of cortex must be active to produce a signal that is record-
able with MEG and EEG [38]. Since MEG and EEG signals are associated with
synaptic currents, they can be identified with input to cortical pyramidal cells
from cells located elsewhere in the cortex or from subcortical structures. Un-
fortunately, since inhibitory synapses are located predominantly near the soma
[22] and the directions of the synaptic currents due to excitatory and inhibitory
synapses are opposite, it is not possible to distinguish between excitatory and
inhibitory input [21], [10].

1.1.4 Quasi-static Maxwell equations

The relation between currents in the brain and the generated electric and mag-
netic fields is described by the quasi-static approximation to the Maxwell equa-
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tions [38]. The quasi-static Maxwell equations solve the forward problem in
EEG/MEG analysis, that is, to calculate the electrical potential on the scalp
and the magnetic field outside the head due to a particular current density in
the brain. These equations are also essential in the more difficult inverse prob-
lem in EEG/MEG, that is, to calculate the current density in the brain, given
a particular potential on the scalp or a magnetic field outside the head. It has
been shown that different current densities can give rise to the same potentials
and magnetic fields [38]. This problem is commonly dealt with by imposing
certain restrictions to the possible current densities.

The Maxwell equations consist of four equations that describe the relations
between currents and electric and magnetic fields. They can be formulated as
follows. Let S be a surface with boundary a closed curve C and let S′ be a
closed surface enclosing a total charge of Qin Coulomb (C). Furthermore, for a
fixed instant in time, let I denote the current strength in Ampere (A) through
S, and let E and B denote the electric field strength in Newton per Coulomb
(N/C) and the magnetic field strength in Tesla (T), respectively. Let ε0 and µ0

denote the permitivity and permeability of vacuum, respectively [106]. Then
the Maxwell equations are given by:∮

S′
E · dA =

Qin
ε0

, (1.1)∮
S′

B · dA = 0, (1.2)∮
C

E · dl = − ∂

∂t

∫
S

B · dA, (1.3)∮
C

B · dl = µ0I + µ0ε0
d

dt

∫
S

E · dA, (1.4)

where for a general vector field F on R3 the line integral
∮
C

F · dl means inte-
grating the tangent component of F over the curve C and the surface integral∮
S
F · dA means integrating the outward pointing normal component of F over

S. The second integral is called the outward flux of F through S. The first
equation is called Gauss’ law for electric fields and states that the electric flux
through a closed surface is proportional to the net charge enclosed by the sur-
face. The second equation is Gauss’ law for magnetic fields and states that the
magnetic flux through a closed surface equals zero. The third equation is called
Faradays’ induction law and states that a changing magnetic field generates an
electric field. The fourth law is called Ampere’s law and describes the relation
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between current, rate-of-change of electric flux, and the induced magnetic field.

Since cellular electrical phenomena mostly contain frequencies below 1 kHz,
the contribution of ∂B/∂t to the electric field E can be neglected and the term
ε0∂E/∂t can be put to zero [38]. This is called the quasi-static approximation
to the Maxwell equations. In this approximation,∮

C

E · dl = 0,

which means that the work done by the electric field E along any closed curve
is zero. An electric field with this property is called conservative and is mathe-
matically equivalent to the existence of an electrical potential V with E = −∇V
[40]. It is this potential that is recorded on the scalp with EEG.

In conducting media such as nervous tissue, the current density J can be divided
into a primary current density Jp and a secundary or volume current density
σE, where σ is the conductivity of the tissue with unit Ω−1 [38]. Thus,

J = Jp + σE.

The primary current density is active and models the current of active neuronal
tissue, while the volume current is passive and is caused by the passive con-
duction of charge through the nervous tissue. The effect of the volume current
effect is the conservation of a homogeneous charge density within the medium.
Using this representation of J, the magnetic field B(r) at location r due to the
neuronal current density J is given by

B(r) =
µ0

4π

∫
Jp(r′)× r − r′

||r − r′||
dv +

µ0

4π

∫
σ(r′)E(r′)× r − r′

||r − r′||
dv, (1.5)

where the integrals are taken over the volume of the medium [38]. The above
equation shows that the measured magnetic field depends both on the primary
current density Jp as well as on the volume currents. Furthermore, in [38] it is
shown that the measured electrical potential V satisfies the relation

σ∇2V = ∇ · Jp, (1.6)

where ∇2 is the Laplace operator. This equation is a special instance of the
Poisson equation [106]. Solving (1.5) and (1.6) for a given current density J
is known as the forward problem in MEG and EEG, respectively. The inverse
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problem in MEG and EEG is to determine the primary current density Jp, given
B and V , respectively.

A common model for a localized cortical source is the equivalent current dipole
Jp(r) = Qδ(r − r0) where r0 is the location of the source and Q is a vector
specifying the orientation and strength of the dipole. When modeling a cortical
source with a current dipole, the total intracellular synaptic current is modeled
by the dipoles’ primary current and the extracellular return current is modeled
by the volume current surrounding the dipole. The equivalent current dipole is
widely used for modeling active cortical sources [38]. For this particular source
model, the forward problem can be solved exactly [38]. Figure 1.5 shows a
current dipole, together with its surrounding electric and magnetic field.

Figure 1.5: Equivalent current dipole. The primary current of the dipole - which
models the intracellular synaptic current - is represented by the bold arrow.
The electric field lines of the dipole are represented by thin oriented lines. The
volume current generated by the electric field models the extracellular return
current. The magnetic field generated by the dipole is represented by the closed
directed circle (Adapted from [13]).

1.1.5 Analysis of neurophysiological time series

The aim of the mathematical analysis of neurophysiological time-series like
EEG/MEG and LFP recordings is to capture relevant statistical properties of
the recorded time-series - that reflect underlying physiological properties of the
nervous tissue - which can be used by the experimentalist to correlate with
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experimental conditions. Experimental conditions can refer to cognitive or be-
havioral tasks, specific sensory stimulations in in vivo recordings, or to genetic
or pharmacological manipulations in in vitro recordings. In this way, the electro-
physiological correlates of the experimental conditions can be elucidated. The
quantities capturing the statistical properties of the recorded time-series are re-
ferred to as time-series indices. We distinguish two general approaches to the
analysis of time-series. The first approach is the model-free approach in which
indices are computed directly from the time-series without fitting an explicit
dynamical model to the time-series. The second approach is the model-based
approach in which indices are computed from the parameters of an explicit
dynamical model that is fitted to the data. Figure 1.6 provides a schematic
illustration of these approaches.

Figure 1.6: Model-free versus model-based time-series analysis. In the model-
free approach, indices are computed directly from the data, without fitting a
dynamical model. In the model-based approach first a dynamical model is fitted
to the data. Subsequently, indices are computed in terms of the estimated model
parameters.

To motivate the model-based approach, consider the following simple example.
Suppose we record a time-series X1, X2, · · · , Xn under a specific experimental
condition. As the index we take the variance of the time-series, which we es-
timate by the time-series sample-variance σ̂2

X . Using this model-free approach
we can do not much more than compare the estimated variance with estimates
made under different experimental conditions. But suppose that we can succes-
fully fit a first-order autoregressive process to the data. This means that the
time-series dynamics are governed by Xk = −α̂Xk−1 + σ̂ξt, where α̂ is the esti-
mated damping-rate (which satisfies |α| < 1), σ̂ is the estimated noise-intensity,
and ξt is a white-noise process. Since this model is assumed to hold, we have
that σ̂X = σ̂2/(1 − α̂2). What have we gained by fitting this model to the
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time-series? We have gained insight into the dynamics underlying the observed
index-value. Specifically, we see that the observed variance σ̂X is a result of an
interplay between the damping-rate α̂ and the noise-intensity σ̂. These extra
variables allow us to discriminate between different kinds of variance differences
between experimental conditions. Indeed, as can be seen from the above for-
mula for σ̂X , observed differences in the variance of the time-series can be due
to a difference in the damping-rate, the noise-intensity, or to a combination
of both. It can even happen that both the damping-rate and noise-intensity
differ between experimental conditions, while the time-series variance remains
constant. This allows us to discriminate between experimental conditions that
were indistinguishable by using only the time-series’ variances.

Over the years, many indices have been proposed and have been applied to
neurophysiological time-series. Examples include relaxation time, correlation
dimension, Lyaponov exponents, entropy, [98], [50] and scaling exponents [60].
Examples of indices characterizing the interdependence between time-series in-
clude correlation coefficient, coherence, synchronization likelihood [100], and
phase-locking factor [104]. There exist many more interdependence indices and
reviews are provided in [81], [98], and [58]. All of the above indices can be cal-
culated directly from a given time-series (or from two simultaneously recorded
time-series) without fitting a dynamical model. This is also the common way
in which they have been used in applications to neurophysiological time-series.
However, with each of the above indices one can associate a ”canonical dynami-
cal model”. For example, the relaxation time, correlation coefficient, and coher-
ence are defined in the context of linear stochastic processes, and the correlation
dimension, Lyaponov exponents, entropy, and synchronization likelihood are
defined in the context of deterministic dynamical systems. The phase-locking-
factor is defined for coupled self-sustained oscillators to quantify synchronization
processes [2]. Scaling exponents quantify long-range temporal correlations and
arose in the context of critical phenomena in statistical mechanics. One can
construct stochastic differential equations that exhibit long-range correlations
[45]. Apart from the time-series indices based on information theory [81], most
of the existing time-series indices can be classified by using the above mathemat-
ical models. The relations between the above mentioned classes of dynamical
models are made explicit in Figure 1.7
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Figure 1.7: Classes of dynamical models and their relations. Classes of dy-
namical models are represented by boxes and their relations are represented
by the inclusions. Note that all classes are contained in the class of stochastic
differential equations.

1.2 Stochastic dynamical systems

The dynamics of the membrane potential of a single neuron can succesfully be
described by deterministic differential equations, for example by the Hodgkin-
Huxley equations [15]. The behavior of two or three, or a thousand inter-
connected neurons can still be described deterministically by coupling of the
equations describing the dynamics of the individual neurons. However, the be-
havior of the resulting system of equations becomes increasingly complex as the
number of neurons is increased. As a consequence, they have to be analyzed
using computer simulations, from which it is difficult to understand important
dynamical mechanisms in the model. And what about the neural circuits un-
derlying EEG and MEG signals? These circuits contain hundred thousands of
cells and millions of connections, hence their full deterministic dynamics cannot
even be simulated on conventional desktop computers. But in order to under-
stand the neuronal mechanisms underlying EEG/MEG and LFP recordings,
do we have to understand the dynamics of every single participating neuron?
In other macroscopic systems such as gasses and fluids, macroscopic dynamics
result from the average behavior of the microscopic elements making up the
system. Likewise, the EEG/MEG and LFP signals reflect the average behavior
of large numbers of neurons. It might even be that the average behavior of
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local neuronal groups - and not the detailed dynamics of the individual cells
making up the group - that is functionally important for neural functioning
[23]. In meanfield theories of population dynamics, macroscopic variables are
defined through averaging microscopic variables. The macroscopic behavior of
the population is then analyzed through the dynamics of these meanfield vari-
ables. In the diffusion approximation, only the mean and first-order fluctuations
around the mean of the meanfield variables are considered, which leads to the
diffusion approximation to populations dynamics, in which the dynamics of the
meanfield variables is described by stochastic differential equations [16]. These
theoretical considerations motivate the use of stochastic differential equations,
not only to analyze macroscopic dynamics in neural circuit models, but also as a
tool to model the dynamics of EEG/MEG and LFP recordings in a data-driven
approach. In this section we provide definitions and properties of stochastic
differential equations that we will use later on.

1.2.1 Stochastic differential equations

Let X = {Xt|t ≥ 0} be a stochastic process and let B = {Bt|t ≥ 0} denote
standard Brownian motion starting at the origin at 0. If there exists an open
subset U ⊆ R, a probability density p0 on U and functions b : U → R and
σ : U → [0,∞) such that for t ≥ 0

Xt = X0 +
∫ t

0

b(Xs)ds+
∫ t

0

σ(Xs)dBs, (1.7)

and X0 is distributed according to p0, then X is said to satisfy a stochastic
differential equation (SDE) with drift function b, diffusion function σ, and initial
density p0. The stochastic process X is then called a diffusion process. The
subspace U ⊆ R is called the state space of X. The second integral in (1.7)
is the Itô integral with respect to the Brownian motion B (Øksendal, 2007).
Often (1.7) is written in differential notation as

dXt = b(Xt)dt+ σ(Xt)dBt. (1.8)

Since X is a Markov process [79] the evolution of Xt for t ≥ s is determined
by its transition density pt|s(y|x), which is the probability density for Xt given
Xs = x. In terms of the transition density, the drift and diffusion functions can
be characterized by

b(x) = lim
τ↓0

1
τ

∫
U

(y − x)pτ |0(y|x)dy (1.9)
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and
σ2(x) = lim

τ↓0

1
τ

∫
U

(y − x)2pτ |0(y|x)dy. (1.10)

From the above characterizations of b and σ2 we see that b is the instantaneous
rate-of-change of the expectation of Xt and σ2 is the instantaneous rate-of-
change of the variance of Xt, both viewed as a function of the state x of the
system.

The above definition of a stochastic differential equation can be extended to
n ≥ 1 dimensions, leading to a drift function b : U → Rn and a diffusion func-
tion σ : U → Rn×n. The Brownian motion B = {Bt}t≥0 becomes n-dimensional
with possible correlations between its components.

1.2.2 The Fokker-Planck equation

As described in the previous section, the dynamics of the n-dimensional state
variable Xt in (1.8) is determined by the transition density pt|0 and the initial
condition X0. Let us abbreviate this density by writing pt for t ≥ 0. Under
regularity conditions on b and σ2 the evolution of pt satisfies the following partial
differential equation

∂p

∂t
= −

n∑
i=1

∂

∂xi
bipt +

1
2

n∑
i=1

n∑
j=1

∂2

∂xi∂xj
((σσ′)i,j)pt, (1.11)

where we have suppressed the state-dependencies of b, σ,and pt and ′ denotes
matrix transpose (Øksendal, 2007). In the physics literature (1.11) is called
the Fokker-Planck equation (Risken, 1989) associated with (1.8), while in the
mathematical literature it is known as the Kolmogorov’s forward equation [79].
Note that the first term on the right-hand-side of (1.11) is a drift term that
determines the local direction in which the system moves, and that the second
term on the right-hand-side of (1.11) is a state-dependent diffusion term that
allows for correlations between the diffusion in different directions.

Using the divergence operator ∇· =
∑
i ∂/∂xi we can rewrite (1.11) as

∂p

∂t
+∇ · S = 0, (1.12)
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which is a continuity equation for the probability density p with probability
current S which has components given by

Si = −1
2

n∑
j=1

∂

∂xj

(
(σσ′)i,jpt

)
+ bipt. (1.13)

The steady-state density p̄ is obtained from setting ∂p
∂t to zero. Using the diver-

gence theorem we can write 1.12 as

d

dt

∫
M

pdv = −
∮
∂M

S · da,

for every n-dimensional closed and orientable manifold M . This means that
the rate-of-change of the total probability mass inside M equals the net flux of
probability mass into M . In particular, if the net flux equals zero, then

∫
M
pdv

is constant i.e. probability mass is conserved. As we will see in Section 1.3.3
the Fokker-Planck equation is a convenient tool in analyzing the dynamics of
stochastic dynamical systems.

1.2.3 Stochastic versus deterministic dynamics

The main effect of noise on the dynamics of deterministic systems is that due
to the stochastic perturbations, the system ”explores” its state-space. Thus,
while in steady-state, a deterministic system will settle down onto an attractor
where it will remain, stochastic fluctuations will kick the system away from its
attractor so that states in the attractors’ vicinity will also be visited. If the
fluctuations are large enough or the basin of attraction of its attractor small,
the system can be kicked out of its basin and settle down onto a different at-
tractor. If the fluctuations are multiplicative i.e. depend on the state of the
system, new attractors can be formed that have no deterministic counterpart
[45]. This noise-induced exploration of phase space can be thought of as sub-
serving flexibility and has recently been suggested to play a fundamental role
in neural functioning by allowing the brain to explore its functional repertoire
in the absence of external stimuli [31]. In one-dimensional systems the effects
of noise can be explicitly calculated as follows.

Consider again the one-dimensional stochastic differential equation (1.8). In
the limit of t → ∞ the probability density pt becomes time independent. This
limiting density is denoted with p̄ and is called the steady-state probability

16



density. It satisfies the steady-state Fokker-Planck equation

∂S

∂x
= 0,

where
S(x) = − ∂

∂x
[σ2(x)p̄(x)] + b(x)p̄(x)

is the probability current. Solving the above equation leads to the following
expression for p̄:

p̄(x) = e
2

R x b(y)
σ2(y)

dy−log σ(x)
,

which can be written as
p̄(x) = e−2Vs(x), (1.14)

where we have defined the stochastic potential

Vs(x) = −
∫ x b(y)

σ2(y)
dy +

1
2

log σ(x). (1.15)

From (1.14) we see that local minima of the potential correspond to local max-
ima of p̄. We also see that if the noise is multiplicative, deterministic steady-
states i.e. local minima of the deterministic potential

V (x) =
∫ x

b(y)dy,

do not necessarily correspond to stochastic steady-states i.e. to local minima
of the stochastic potential Vs. In particular, multiplicative noise can create
steady-states that do not exist in the absence of fluctuations. This peculiar
feature of multiplicative noise is also observed in laboratory experiments and is
theoretically analyzed in [45]. However, when the noise is additive the stochastic
and deterministic potentials are related through

Vs(x) = V (x)/σ2,

and hence deterministic and stochastic steady-states correspond.

1.3 Coupled self-sustained oscillators

As described in Section 1.1.1, a variety of oscillatory electrical phenomena can be
observed in the living brain and synchronization between electrical oscillations
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in different parts of the brain most likely plays a fundamental role in cognitive
and perceptual processes. Oscillatory phenomena and synchronization are not
exclusively observed in the living brain but are abundant throughout nature.
The first scientific observation was done by Christiaan Huygens in 1665 when
he noticed that two pendulum clocks suspended on the same wooden beam os-
cillated in phase. This was remarkable since the two clocks were not completely
identical and most likely did not rotate with the exact same velocity. Huygens
called this phenomenon le phénoméne de la sympathie, sympathie des horloges.
The explanation for this remarkable observation was that the vibrations of both
clocks propagated through the wooden beam and influenced each other’s mo-
tions, forcing them to synchronize their motions. The first systematic exper-
iments and theoretical explorations on synchronization of coupled oscillatory
systems were performed on oscillating electrical circuits. Nowadays, synchro-
nization is recognized as a general occurring phenomena in physics, chemistry,
and biology, ranging from women’s menstrual cycles, sleep patterns, and neu-
ronal oscillations, to planetary motions, flashing fire flies, and chemical reac-
tions. Importantly, synchronization phenomena turned out to possess certain
universal features, irrespective of the kind of physical system studied, whether
it be oscillating electrical circuits or sleep patterns. These universal features of
synchronizing systems allowed general theories to be formulated. An overview
of synchronization theory is provided in [2]. In this section we summarize those
parts of the theory which will be important for this thesis.

1.3.1 Phase-locking

The concept of phase-locking or phase-synchronization of two oscillatory systems
is defined in terms of the instantaneous phases of the systems. Let

X(t) = f(X(t))

be a n-dimensional dynamical system with stable limit-cycle L ⊆ Rn and peri-
odic solution X0 : [0, T ] −→ L. Here, T is called the period of the oscillations.
The instantaneous phase of the oscillator is the unique map

φ̃ : U −→ R,

defined on the basin of attraction U ⊆ Rn of L, that the property that

dφ̃X(t)
dt

= ω0, (1.16)
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and such that φ̃(X0(t)) is a diffeomorphism between [0, T ] and [0, 2π]. Note
that ω0 = 2π/T is the (angular) natural frequency of the oscillator. The map
φ̃ is unique and can be constructed in two steps. First, define φ̃ on L using an
appropriate parametrization [0, 2π] −→ L (this can be done in a unique way).
Second, extend φ̃ to the basin of attraction U of L as follows. Let Φ: U −→ Rn

be the map given by Φ(x(t)) = x(t + T ). Note that by iterating Φ, each point
X(t) ∈ U converges to a point on L. For a point X∗ on L the set of all points
in U that converge to X∗ under the iterated action of Φ is called the isochrone
of L at X∗. It is a (n− 1)-dimensional differentiable manifold (if the vectorfield
f is sufficiently smooth) [2]. Since points on L correspond to phases in [0, 2π]
via φ̃ the definition of instantaneous phase can be uniquely extended to U by
defining the phase to be constant on each isochrone, and equal to φ̃. We write
φ(t) = φ̃(X(t)) for the instantaneous phase as a function of time and will refer
to φ as the instantaneous phase of X.

If two oscillatory systems are coupled, their phases in general do not satisfy
constraint (1.16) anymore. These deviations in the rates-of-change of their
phases are caused by the coupling between the systems. Let

ψ(t) = φ1(t)− φ2(t)

denote the instantaneous phase difference or relative phase between the systems.
If, as a consequence of the coupling, the phase-difference satisfies

ψ(t) = const., (1.17)

during a certain time-interval, then the oscillators are said to be phase-locked or
phase-synchronized. In (1.17), the phase difference is assumed to be computed
mod 2π. In terms of the beat frequency

Ωψ(t) =
dψ

dt
,

condition (1.17) reads
Ωψ(t) = 0.

The hallmark of synchronization is that for a finite range of frequency detuning
∆ω = ω1−ω2, the beat frequency equals zero. This property of coupled systems
can be illustrated in the (beat)-frequency versus detuning plot (Figure 1.8).
The above definition of phase-locking applies to deterministic systems. If the
oscillators are noisy, the phase-locking condition (1.17) will not be satisfied
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and phase-locking becomes a statistical property and is defined in terms of the
probability density of ψ(t) on the interval [0, 2π]. We come back to this situation
in Section 1.3.3.

Figure 1.8: Beat frequency versus detuning plot. The plot shows the beat fre-
quency of two coupled systems as a function of the frequency detuning between
the systems (solid line). The dotted line represents the beat frequency if the
systems are uncoupled.

1.3.2 Phase dynamics for weak coupling

If the strength of the coupling between two oscillatory systems is small, the
trajectories of both systems remain close to their respective limit-cycles and
hence amplitude effects can be neglected. This allows one to derive closed-form
equations for the phase difference. Suppose that we have two self-sustained
oscillators X1 and X2 with dimensions n1 and n2 and natural frequencies ω1

and ω2, respectively. Let φ1(t) and φ2(t) denote the instantaneous phases in a
neighborhood of their respective limit-cycles as defined in the previous section.
The mutual dynamics of two weakly coupled oscillators X1 and X2 can be
modeled by a system of differential equations of the form

dX1

dt
= f1(X1(t)) + ε1p1(X1, X2),

dX2

dt
= f2(X2(t)) + ε2p2(X2, X1),
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where f1 and f2 describe the internal dynamics of X1 and X2, respectively, p1

and p2 are the coupling functions, and ε1 and ε2 are the coupling constants,
which control the strength of coupling. If ε1 and ε2 are small, one can derive
that, approximately,

dφ1

dt
= ω1 + ε1Q1(φ1, φ2), (1.18)

dφ2

dt
= ω2 + ε2Q2(φ2, φ1), (1.19)

where Q1 and Q2 are called the coupling or modulation functions which are
2π-periodic in both arguments [2]. Moreover, if the oscillators are nearly in res-
onance, that is, if their natural frequencies are close (ω1 ≈ ω2), high frequencies
in Q1 and Q2 can be averaged out, leading to

dφ1

dt
= ω1 + ε1q1(ψ), (1.20)

dφ2

dt
= ω2 + ε2q2(ψ), (1.21)

for certain 2π-periodic coupling functions q1 and q2. By combining (1.20) and
(1.21) we obtain the dynamics of ψ(t):

dψ

dt
= ∆ω + q(ψ), (1.22)

where q = ε1q1 − ε2q2. Thus, irrespective of the details of the dynamics of the
individual systems: if the coupling is weak and the systems are nearly in reso-
nance, the dynamics of ψ(t) is (approximately) given by (1.22).

Equation (1.22) can display two kinds of dynamics, depending on whether it
has fixed points. If there are no fixed points, ψ rotates in the positive or neg-
ative direction and its velocity undergoes a period modulation. This situation
is called intermittent and the oscillators are not phase-locked. By changing the
right-hand-side of (1.22) as a function of some control parameter, fixed points
can be created via saddle-node bifurcations, hence come in pairs (one stable and
one unstable). In this situation, ψ settles down on the stable fixed point and
remains there. This is the situation in which the oscillators are phase-locked.
These two situations can be visualized by drawing the 2π-periodic potential

V (ψ) = −∆ωψ −
∫ ψ

q(s)ds. (1.23)
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The intermittent and phase-locked regimes are displayed schematically in Figure
1.9. Fixed points correspond to local extrema in the potential, where stable fixed
points correspond to minima and unstable fixed points correspond to maxima.

Figure 1.9: Phase difference as a ”particle” in a potential. (a) Intermittent
regime. The phase difference ”particle” keeps sliding down the inclined potential
and does not settle down. Its velocity is periodically modulated by the 2π-
periodic slope of the potential. (b) The phase difference settles down in a local
minimum of the potential, which corresponds to a stable fixed point.

1.3.3 Synchronization of noisy oscillators

As we have seen in the previous section, if deterministic oscillatory systems
are weakly coupled, there exists a clear-cut separation between intermittent
and phase-locked regimes. This distinction however, disappears when noise is
added to (1.22). The effect of the noise on the phase-locked regime is that due to
the stochastic perturbations, the phase difference might jump over the potential
barrier and slide down to the next local minimum (Figure 1.9(b)). This transient
loss of synchronization in which the phase difference increases or decreases with
2π is called a phase slip. If the noise is bounded, the phase difference might
never be able to jump the potential barrier and the phase-locking is preserved.
However, if the noise is unbounded, phase slips will occur, although they might
be rare. Figure 1.10 illustrates the effect of adding Gaussian noise to (1.22).
The figure shows that with increased noise intensity, phase slips become more
frequent. Phase-locking has become a statistical property that is defined in
terms of the probability density of ψ on the interval [0, 2π) (Figure 1.10(b) and
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(c)). Specifically, the extent to which the systems are synchronized is quantified
by the extent to which the distribution of ψ on [0, 2π) deviates from a flat
distribution [2].

Figure 1.10: Phase differences of weakly coupled oscillators in the presence of
Gaussian noise. (a) Phase-differences over time for three different noise inten-
sities: (1) no noise, (2) noise of low intensity, (3) noise of high intensity. The
vertical jumps of the phase difference are phase slips. In (b) and (c) the dis-
tributions of the phase difference corresponding to (2) and (3) respectively, are
shown.

Using the Fokker-Planck equation one can formally show that when Gaussian
white noise is added to the dynamics of ψ phase-locking is lost even for small
noise intensities. To illustrate the strength of the Fokker-Planck equation for
dealing with systems perturbed by Gaussian white noise we will briefly illustrate
the argument given in [2]. Adding white noise of intensity σ to (1.22) gives the
stochastic differential equation

dψ(t) = ∆ω + q(ψ(t))dt+ σdBt,

where we assume without generality that the mean of q equals zero:∫ ψ+2π

ψ

q(s)ds = 0,
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for all ψ. The probability current S from (1.13) takes the form

S(ψ) = −pdV
dψ

− σ2 ∂p

∂ψ
.

where V is the deterministic potential of ψ given by (1.23). The solution p̄ to
the steady-state Fokker-Planck equation

∂S

∂ψ
= 0,

is given by

p̄(ψ) =
1
C
e−V (ψ)/σ2

∫ ψ+2π

ψ

eV (s)/σ2
ds,

where C is a normalization constant ensuring that
∫ 2π

0
p̄(s)ds = 1. It can be

checked that this solution satisfies the boundary condition p̄(0) = p̄(2π). It
follows that in steady-state, the probability current is non-vanishing:

S =
σ2

C
(1− e−2π∆ω/σ2

), (1.24)

hence the average beat-frequency

Ω̄ψ =
1
2π

∫ 2π

0

dψ

dt
,

as a function of detuning ∆ω is given by

Ω̄ψ(∆ω) =
2πσ2

C
(1− e−2π|∆ω|/σ2

).

From the last equation, we can see that for every non-zero detuning ∆ω the
average beat frequency is non-zero, which means that phase slips will occur and
phase-locking is lost.

1.4 This thesis

In Chapter 2 we investigate the functional interaction between frontal and occip-
ital human alpha oscillations as recorded with MEG. Specifically, we model the
dynamics of the interaction using the weakly coupled oscillator model described
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in Section 1.3.2. We propose a method to estimate the coupling functions di-
rectly from data and validate it through simulations. The application to MEG
data shows that the model can account for observed phase-synchronization be-
tween occipital and frontal alpha oscillations. Furthermore, we mathematically
characterize the effect of volume conduction on the estimated coupling func-
tions, which allows one to define volume-insensitive coupling indices.

In Chapter 3 we investigate the dynamics of local field potentials recorded from
mouse hippocampus in vitro. To this end, we use stochastic differential equa-
tions (see Section 1.2.1). We show that the dynamics of the recorded potentials
is governed by a one-dimensional stochastic differential equation with linear
drift and parabolic diffusion function. Furthermore, the asymmetric component
of the diffusion function is able to detect current dipoles, which could not be
detected by a conventional sink-source analysis. Moreover, the heritability of
the asymmetric component is higher than the conventionally used signals’ vari-
ances, which demonstrates the biological relevance of the model.

In Chapter 4 we investigate neural oscillations as recorded with MEG, again
using stochastic differential equations. In contrast to the Chapter 3 - where we
analyzed non-oscillatory time series - we now have to use higher-order models.
Specifically, we focus on the class of second-order stochastic differential equa-
tions. We show that the dynamics of spontaneous alpha oscillations can be
described by linearly damped harmonic oscillators, driven by state-independent
white noise. This finding supports the hypothesis that spontaneous alpha oscil-
lations are governed by fixed-point dynamics and not by limit-cycle dynamics.
Furthermore, using a decomposition of the time series’ power into determinis-
tic and stochastic parts, we show that observed differences in power between
experimental conditions can be associated with different kinds of dynamical dif-
ferences. This last finding again shows the advantage of model-based time series
analysis over model-free approaches.

In Chapter 5 we extend the model used in Chapter 4 to the bivariate case,
which allows investigation of functional interactions. Although in general, os-
cillatory systems can be coupled through their drift functions (deterministic
coupling) as well as through their diffusion functions (stochastic coupling), as
a first step, we restrict attention to stochastic coupling. We propose a method
to estimate the model parameters from data, validate it through simulations,
and apply it to in vitro local field potentials, recorded simultaneously from the
CA1 and CA3 regions of mouse hippocampus. We show that the individual
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oscillations in CA1 and CA3 can be modeled by damped harmonic oscillators.
Furthermore, the stochastic coupling can account for the observed crosscovari-
ance functions. Moreover, in a pilot study using one slice, we found systematic
relationships between the coupling parameters (coupling strength and delay)
and the intrinsic dynamics of the individual oscillations.
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Chapter 2

Data-driven modeling of
phase interactions between
spontaneous MEG
oscillations

Adapted from: Hindriks, R., Bijma, F., van Dijk, B.W., Stam, C.J., van der
Werf, Y.D., van Someren, E.J.W., de Munck, J.C., van der Vaart, A.W.: Data-
driven modeling of phase interactions between spontaneous MEG oscillations,
Human Brain Mapping, DOI: 10.1002/hbm.21099 (2011) ([42]).

2.1 Introduction

Throughout the mammalian nervous system a wide variety of electrical rhythms
can be recorded on different spatial and temporal scales. These rhythms and
their interactions are known to be involved in a wide variety of cognitive and
behavioral tasks [10]. In spite of many studies aiming to relate neuronal oscilla-
tions to cognitive and behavioral parameters, there is still no consensus on how
neuronal oscillations encode information and how they fulfill their functional
roles. An important task in this context is to characterize the phase interaction
dynamics of spatially separated neuronal rhythms.
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Current research on this issue is conducted mainly along two lines: the analysis
of computational models [16] and the analysis of experimental data [58]. In the
present study we combine these two approaches by modeling ongoing cortical
rhythms as weakly coupled self-sustained oscillators. Under this assumption,
a phase interaction model can be fitted to experimental observations [89], [87].
These models have been applied successfully to physiological data, for example
to elucidate the dynamical mechanisms behind cardio-respiratory coupling [88].
In this study we apply them to ongoing cerebral oscillations as measured with
MEG.

In this study, a specific version of the general phase interaction model [87]
is used for spontaneous MEG data and an estimation method for this model is
proposed. The performance of the method is tested using numerical simulations
and the effects of model violations are explored. We formally describe the effect
of volume conduction on the fitted models. The method is applied to human
MEG recordings to study the phase interaction dynamics between ongoing oc-
cipital and frontal oscillations in the alpha and beta bands of healthy human
subjects during an eyes-closed resting-state.

2.2 Materials and Methods

2.2.1 Modeling phase interactions

Data model

To investigate whether the electrical activity between two brain regions is syn-
chronized, it is customary to compute indices from simultaneously recorded
signals that quantify to what extent the signals are coordinated [55]. In par-
ticular, coordination between the phases of the recorded signals is measured by
quantifying the extent to which the distribution of instantaneous phase differ-
ences deviates from a flat distribution [81], [104]. In this study we aim at a
data-driven model for the instantaneous phases of the recorded signals that can
explain the observed distribution of phase differences.

To describe the model, we need some terminology. The instantaneous phase
of an oscillatory signal x(n) (n = 1, · · · , N) is a signal φx(n) such that x(n) =
Ax cosφx(n) for a constant or slowly varying signal Ax(n), the instantaneous
amplitude of the signal. The relative phase ψ(n) between x(n) and y(n) is de-
fined as the difference between their instantaneous phases: ψ(n) = φx(n)−φy(n)
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[2]. The instantaneous frequency of x(n) in Hertz is defined as the scaled time
difference

∆φx
∆t

(n) =
φx(n+ 1)− φx(n)

2π∆t
, (2.1)

and similarly for y(n) where ∆t is the sampling period in seconds. We model the
dynamics of the instantaneous phases by the following two coupled equations:

∆φx
∆t

(n) = Mx(ψ(n)) + ξx(n), (2.2)

∆φy
∆t

(n) = My(ψ(n)) + ξy(n). (2.3)

In these equations,Mx and My are the modulation functions, which are 2π -
periodic, and the terms ξx(n) and ξy(n) are zero-mean noise processes. The
modulation functions describe how the relative phase modulates the instanta-
neous frequencies of both signals. Although there exist more general phase
interaction models [87] in Appendix 2.5.1 we show that the above model is
general enough for applications to spontaneous MEG oscillations.

Synchronization behavior

A system satisfying (2.2) and (2.3) can display three different kinds of dynamical
behavior [2]: (i) When the oscillators are uncoupled, that is, when Mx and
My are constant, both systems oscillate at their intrinsic frequencies and their
relative phase rotates with constant speed. As a consequence, the distribution
of the relative phase is flat. (ii) When the oscillators are strongly coupled,
they lock their phases and oscillate at a common frequency and the relative
phase is constant. As a consequence, the distribution of the relative phase
concentrates in one point. (iii) When the coupling strength is intermediate,
the oscillators influence each other but do not lock their phases entirely. The
natural frequencies of the oscillators are modulated by their relative phase. As
a consequence, the distribution of the relative phase is peaked, but the peak
is smeared out over the interval [0, 2π]. Situation (iii) is called intermittent
and occurs when the oscillators are on the edge of synchrony. The modulation
functions Mx and My can only be estimated when the system is intermittent.

Distribution of phase differences

Coupled oscillations can interact in different ways and still give rise to the same
distribution of relative phases. To illustrate this, we considered (2.2) and (2.3)
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with Mx(ψ) = 10.2− cx sinψ and My(ψ) = 9.8+ cy sinψ for four different pairs
of coupling strengths: (a): (0.2, 0); (b): (0, 0.2); (c): (0.1, 0.1); and (d): (0.15,
0.05). Figure 2.1(a)-(d) show the corresponding modulation functions.

Figure 2.1: Synchronization mechanisms. Shown are four different pairs of
sinusoidal modulation functions: (a) unidirectional decelerating coupling, (b)
unidirectional accelerating coupling, (c) symmetrical coupling, and (d) asym-
metrical coupling. These four different mechanisms however, generate the same
distribution of phase differences (e).

In each case the oscillators display intermittent behavior but they are coupled
in different ways. In (a) the coupling is unidirectional, where the instantaneous
frequency of x is decelerated by y, in (b) the coupling is also unidirectional,
but now the instantaneous frequency of y is accelerated by x, in (c) the cou-
pling is bidirectional and symmetrical, and in (d) the coupling is bidirectional
but asymmetrical. However, the distribution of relative phases is identical in
the four cases (Figure 2.1(e)). Therefore, different interaction mechanisms can
generate the same relative phase distribution, and as a consequence, no synchro-
nization index that is derived from this distribution can uncover the different
underlying mechanisms, rendering an analysis of the temporal fluctuations in
the instantaneous frequencies of the recorded rhythms necessary.
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2.2.2 Estimation and use of the model

Fitting the modulation functions to data

Given discrete time signals x(n) and y(n), sampled with a period of ∆t seconds,
we extract their instantaneous phases by using the discrete Hilbert transfor-
mation [81] and compute the instantaneous frequencies ∆φx

∆t (n) and ∆φy

∆t (n),
n = 1, · · · , N according to (2.1). We estimate the modulation functions Mx

and My in a non-parametric way by averaging ∆φx

∆t and ∆φx

∆t conditional on ψ.
We divide the interval [0, 2π] into B bins of equal size. The value of Mx at the
center cj of the j-th bin is estimated by

M̂x(cj) =
1

#Sj,x

∑
n∈Sj,x

∆φx
∆t

(n), (2.4)

where Sj,x = {n|cj − π/B ≤ ψ(n) < cj + π/B} and #Sj,xis the number of
samples in Sj,x. This means that Mx(ψ) is estimated for ψ in a given bin by
averaging the instantaneous frequencies of x over those samples for which ψ
falls into this bin. By replacing x by y we obtain M̂y. To reduce noise in
the estimates a least squares smoothing filter of order k and framesize f is
applied to the estimated modulation functions. This smoothing procedure is
also referred to as a Savitsky-Golay filter [91]. It smoothes a discrete function
in every sample by locally fitting a k-th order polynomial through the f − 1
neighboring samples and replaces the sample by the corresponding value of
the fitted polynomial. In the smoothing procedure, the boundaries are treated
by extending them periodically. Our method of estimation is nonparametric
in that it does not assume a particular form of the modulation functions. In
Appendix 2.5.2 this method is compared with a parametric estimation method.
While both methods have theoretical advantages and disadvantages, they give
comparable results when applied to ongoing MEG recordings.

Reconstruction of the distribution of the relative phase

The quality of the estimated modulation functions can be assessed by compar-
ing the observed distribution of relative phases with the distribution that is
generated by the estimated equations

∆φx
∆t

(n) = M̂x(ψ(n)), (2.5)

∆φy
∆t

(n) = M̂y(ψ(n)). (2.6)
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We integrate this model with time-step ∆t and observation time equal to the
recording time of x and y to obtain simulated relative phases ψsim for n =
1, · · · , N from which we compute the simulated histogram by binning them into
B bins. To assess the appropriateness of the estimated model, the histograms
of the observed and simulated relative phases are compared.

Measuring strength and direction in coupling

Besides providing a characterization of the phase interaction, modulation func-
tions have the advantage that the strength and direction in coupling can be
computed from them. We define the coupling strength κx by

κ2
x =

1
2π

∫ 2π

0

(Mx(ψ)− fx)2dψ, (2.7)

where

fx =
1
2π

∫ 2π

0

Mx(ψ)dψ

is the mean instantaneous frequency of x. The index κ2
x measures the coupling

from y to x in Hertz and is estimated by

κ̂2
x =

1
B

B∑
j=1

(M̂x(cj)− f̂x)2, (2.8)

where f̂x is the mean frequency of x over all time samples. Following [89] we
define a directionality index δ by

δ =
κy − κx
κy + κx

. (2.9)

This index equals −1 for unidirectional coupling from y to x, 1 for unidirectional
coupling from x to y, and assumes intermediate values for bidirectional coupling.
In particular, δ equals zero for symmetrical coupling.

Surrogate data

We test for statistical significance of the coupling strength indices using Fourier
randomized data [81]. In this way, spurious detection of coupling due to band-
pass filtering can be excluded. For two bandpass filtered signals x and y we
calculate their Fourier spectra Sx(ω) and Sy(ω), randomly shuffle the phases by
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adding for every frequency ω a random number between 0 and 2π, and apply
the inverse Fourier transform to yield surrogate signals x̃ and ỹ. The coupling
indices κ̃x and κ̃x computed from these signals can be used as surrogate values
for κx and κy since there is no phase-coupling x̃ and ỹ. In this way, we generate
99 surrogate values κ̃x for κx and similarly for κy. The p-value for an observed
κx-value is based on its position in the ordered array of 100 p-values, consisting
of the 99 surrogate values and the observed κx-value: p = (101− i)/100. When
we observe that the κx-value exceeds all surrogate values, we have p = 0.01.
P -values for κy are obtained in a similar way. When the p-values for both κx
and κy do not exceed 0.05, we repeat the surrogate procedure for the direction
index.

2.3 Results

2.3.1 Numerical Simulations

Performance of the estimation method

To test the estimation method we simulated two noisy limit-cycle oscillators x
and y which are weakly coupled through sinusoidal coupling functions:

∆φx
∆t

(n) = fx − cx sin(ψ(n)) + ξx(n), (2.10)

∆φy
∆t

(n) = fy + cy sin(ψ(n)) + ξy(n). (2.11)

We fixed fx = 10 Hz, fy = 9 Hz, and ∆t = 0.005. The settings of the method
were fixed at B = 32, f = 17, and k = 3. In the first simulation we as-
sessed the performance of the method to reconstruct the modulation function
Mx(ψ) = fx − cx sin(ψ) as a function of observation time T and noise variance
σ2. We chose cx = 0.3 and cy = 0, for which the system is intermittent. We
simulated the system 1000 times with random initial conditions for (i) fixed
T = 5 seconds and σ2 running from 0 to 2 in steps of 0.05 and (ii) for fixed
σ2 = 0.5 and T running from 2 to 20 in steps of 2. For each simulation we
computed the estimate M̂x and the sum of squared errors (SSE) over the points
where Mx was estimated (see (2.4)).

The results are summarized in Figure 2.2. Figure 2.2(a) shows that the mean
and standard deviation of the SSE gradually increase with increasing noise vari-
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ance. Figure 2.2(b) shows that both the mean and standard deviation of the
SSE can be reduced by increasing the observation time.

Figure 2.2: Estimation of the modulation functions. (a) Shown is the square-
root of the sum of squared errors (SSE) as a function of noise variance. (b)
Shown is the square-root of the (SSE) as a function of observation time. The
curves give the mean of the square roots of the SSEs over 1000 simulations and
the vertical bars denote one standard deviation.

In a third simulation we tested the performance of the indices to estimate the
strength and direction in coupling. We chose cy = 0.25 and let cx run from 0
to 0.5 in steps of 0.05. For every value of cx the estimated coupling strength κ̂x
and coupling direction δ̂ were computed for 1000 realizations with observation
time T = 5 seconds, noise variance σ2 = 0.1, and random initial conditions.
The results are summarized in Figure 2.3.
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Figure 2.3: Estimation of strength and direction in coupling. (a) True and
estimated coupling strength as function of cx. (b) True and estimated coupling
direction as function of cx. In (a) and (b) the solid lines denote the true values
of coupling strength and direction, respectively, the dashed lines denote the
estimated values, and the dotted lines denote one standard deviation above and
below the estimated values (based on 1000 simulations).

Figure 2.3(a) demonstrates that κ̂x is unbiased over the entire range of cx,
except when cx is almost zero, in which case the coupling strength is slightly
overestimated. Moreover, the standard variation of κ̂x is constant over the entire
range of cx . Figure 2.3(b) shows that δ̂ is also unbiased over the entire range of
cx, except for one-directional coupling, and the standard deviation is constant
over the range of cx. This is to be expected, given the definition of δ̂ in terms
of κ̂x and κ̂y (2.9).

Volume conduction effects

Mixing of signals from different neuronal sources due to volume conduction
is a well known problem when interpreting EEG or MEG data. To test how
volume conduction affects the modulation functions of the presented model, we
simulated uncoupled (cx = cy = 0) oscillatory source signals s1 and s2 from
(2.10) and (2.11) respectively, with f1 = 10 Hz and f2 = 9 Hz, and mixed them
to obtain observed signals m1 and m2:(

m1

m2

)
=
(
α1 α2

α3 α4

)(
s1
s2

)
,
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where α1, α2, α3, and α4 are real coefficients. The coefficients α1 and α2 quantify
the strength with which s1 and s2 respectively, are recorded in m1 and α3 and
α4 quantify the magnitude with which s1 and s2 respectively, are recorded in
m2. In EEG and MEG recordings the coefficients can be both positive and
negative, depending on the orientation of the sources. We fixed α1 = 0.9 and
α4 = 0.7 and selected four different pairs of mixing coefficients, leading to the
following mixing matrices:(

0.9 0
0 0.7

)
,

(
0.9 0.1
0.3 0.7

)
,

(
0.9 −0.1
−0.3 0.7

)
,

(
0.9 0.1
−0.3 0.7

)
We applied the proposed method to estimate the modulation functions between
the mixed sources, i.e. between m1 and m2. We set T = 30 seconds and
∆t = 0.005. In the first case (Figure 2.4(a)) s1 and s2 are not mixed and M̂1

and M̂2 indeed show thatm1 andm2 are uncoupled. As Figures 2.4(b)-(d) show,
mixing of sources gives rise to non-constant modulation functions. Irrespective
of the signs of the mixing coefficients however, the modulation functions always
are symmetrical around π (and hence around 0). Moreover, the signs of the
mixing coefficients determine how the instantaneous frequencies of the mixed
sources are modulated: when s2 is positively mixed into m1, the instantaneous
frequency of m1 is attracted towards the natural frequency of s1 around 0, and
is repelled from the natural frequency of s1 around π (Figure 2.4(b)-(d)). As
a consequence, when both mixing coefficients are positive as in the second case
(Figure 2.4(b)), the instantaneous frequencies of m1 and m2 are attracted to-
wards each other around 0 and the phase difference clusters around 0. When
both mixing coefficients are negative as in the third case (Figure 2.4(c)), the in-
stantaneous frequencies of m1 and m2 are attracted towards each other around
π, and, hence, the phase difference clusters around π. When the mixing coeffi-
cients have different signs as in the fourth case (Figure 2.4(d)), a simultaneous
attraction and repulsion occurs both around 0 and around π. Whether the
phase difference clusters around 0 or around π depends on the relative strength
of the mixing coefficients.
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Figure 2.4: Volume conduction effects. Shown are the modulation functions of
uncoupled oscillatory sources for (a) no mixing, (b) positive mixing, (c) negative
mixing, and (d) combined positive and negative mixing. In each of the four cases
the modulation functions are symmetric around 0 and π.

From these simulations we draw the conclusion that the modulation functions
between mixed, uncoupled sources are symmetrical. A mathematical proof for
this statement is provided in Appendix 2.5.3. We also experimented with mixed,
coupled sources, and found that the resulting modulation functions are super-
positions of the true modulation functions and the modulation functions as
just described for the uncoupled case. To conclude, asymmetrical modulation
functions imply coupling of the underlying sources.

Sources with time-varying frequencies

The instantaneous frequencies of cortical rhythms as measured with MEG are
unlikely to be constant over time. In the phase model (Equations (2) and (3)) the
instantaneous frequencies of the sources are allowed to be noisy, since this kind
of variation is incorporated into the noise terms. Ongoing cortical oscillations
however, also display slow and correlated fluctuations in their instantaneous
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frequencies, which are reflected in a broad power spectrum. Therefore, for ap-
plications to real MEG data it is necessary that the method does not spuriously
detect coupling due to time-varying frequencies of the sources. To test this, we
simulated the following system:

∆φx
∆t

(n) = fx(n)− cx sin(ψ(n)) + ξx(n), (2.12)

∆φy
∆t

(n) = fy(n) + cy sin(ψ(n)) + ξy(n). (2.13)

where the instantaneous frequencies fx(n) and fy(n) vary slowly over time.
Equations (2.12) and (2.13) describe uncoupled and noisy sources with time-
varying intrinsic frequencies. We tested whether the estimation method spuri-
ously detects coupling due to the fluctuations in fx and fy.

To simulate time-varying frequencies fx(n) and fy(n) we proceeded as follows.
We simulated two uniformly random processes and lowpass filtered them at 1
Hz. By adding constants 9.8 and 10.2, to the respective filtered signals we ob-
tained time-varying frequencies fx(n) and fy(n) with means 10.2 Hz and 9.8
Hz, respectively. The observation time was set to 30 seconds. We simulated
20 pairs of non-stationary time series. For each pair we computed the modula-
tion index κ̂x and computed its p-value using surrogate data. None of the 20
p-values dropped below 0.05 as is to be expected in the absence of coupling.
We repeated the analysis using coupled sources rather than uncoupled sources
and found that coupling can still be detected in the presence of time-varying
frequencies. Thus, the methods ability to discriminate coupled from uncoupled
sources is not impaired when the sources display time-varying instantaneous
frequencies.

2.3.2 Application to spontaneous MEG recordings

Recordings and preprocessing

We used data recorded with a 151-channel MEG system with axial gradiome-
ters (VSM Medtech-CTF Systems, Vancouver, Canada). The data was part of
a data set from Integrated Cognition Project Grant 051-04-010 and was funded
by the Netherlands Organization of Scientific Research (NWO), The Hague and
consisted of two minute recordings from nine healthy subjects in an eyes closed
resting condition. Artifacts were removed semi-automatically using independent
component analysis [1].
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We applied the method to assess coupling between alpha oscillations, beta oscil-
lations, and cross-frequency coupling between alpha and beta oscillations. The
data was filtered off-line in the alpha band (7− 13 Hz) and beta band (17− 23
Hz) using an 8-th order zero-phase Butterworth bandpass filter. After filtering,
instantaneous phases were estimated via the discrete Hilbert transformation.
The parameter settings for the estimation method were set to B = 16, f = 11,
and k = 2.

Extraction of oscillatory activity

For an accurate estimation of the modulation functions, reliable estimates of the
instantaneous phases are required. However, instantaneous phases are poorly
estimated for low signal strengths [46]. Moreover, spontaneous MEG oscilla-
tions typically occur in bursts. Therefore, in the estimation of the modulation
functions only those instantaneous phases were used for which the amplitude of
both signals exceeded some threshold. Given ongoing oscillatory signals x and
y we computed their instantaneous amplitudes ax and ay as the absolute values
of their discrete Hilbert transformations and selected the instantaneous phases
only at those samples for which both ax and ay exceeded the 2.5% percentile of
the set of instantaneous amplitudes of x and y, respectively.

Channel selection

Since in the coupled oscillator model ((2.2) and (2.3)) synchronization is a result
of the compromise between slightly different natural frequencies of the oscillators
and coupling, we fitted the model to channel pairs with different frequencies.
Figure 2.5 shows the mean instantaneous frequencies over the oscillatory periods
in the alpha band, averaged over all subjects. The largest difference in frequency
appears to exist in the anterior-posterior direction. This can also be observed
for the beta band (Figure 2.6). These observations also hold for individual
subjects. Therefore, for the analysis we selected occipital-frontal channel pairs.
To minimize volume conduction effects we chose a fixed pair of channels for
which the inter-sensor distance is large (MZF02 and MZO01, which both lie on
the lateral axis).
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Figure 2.5: Mean frequencies of spontaneous alpha oscillations. Shown is the
mean instantaneous frequency in the alpha band (7-13 Hz) per channel and
averaged over the two-minute recording time and over all subjects. The color
bar ranges from 9.2 to 11.0 Hertz. The four white dots represent bad channels,
and were excluded from the analysis.

Figure 2.6: Mean frequencies of spontaneous beta oscillations. Shown is the
mean instantaneous frequency in the beta band (17-23 Hz) per channel and
averaged over the two-minute recording time and over all subjects. The color
bar ranges from 19.3 to 20.5 Hertz. The four white dots represent bad channels,
and were excluded from the analysis.

40



Although the observed differences in the mean instantaneous frequencies are
only in the order of tenths of Hertz they are not an artifact of the frequency ex-
traction method (which depends on the amplitude variations in the signals). We
checked this by multiplying the amplitude envelopes of all MEG channels from
one of the subjects with an oscillatory signal with a constant frequency of 10 Hz.
For each signal we estimated its mean instantaneous frequency. The estimates
centered at 10 Hz with a spread of 10−4 Hz without any spatial bias. Thus, the
observed frequency differences are not caused by the extraction method.

Coupling between spontaneous alpha oscillations

Figure 2.7 shows the estimated modulation functions M̂O an M̂F in the alpha
band (7-13 Hz) for each of the nine subjects. In eight of the nine subjects,
the occipital modulation function has a higher mean frequency than the frontal
modulation function. In Table 1 the estimated coupling strength indices κ̂O and
κ̂F are listed, together with their p-values. In subjects 4, 5, and 6, occipital-
frontal coupling was found with p ≤ 0.05 and in subject 4 frontal-occipital
coupling was found with p ≤ 0.05, yielding subject 4 as the only subject with
significant bidirectional coupling. In the latter subject, the coupling direction
index δ̂ = 0.23 had a p-value of 0.09. Note that the modulation functions
corresponding to significant indices have similar shapes. To check consistency,
we cut the data into two equal and non-overlapping parts and estimated the
modulation functions on both parts. The resulting modulation functions were
- to a good approximation - equal and also highly resembled the modulation
functions estimated on the total recording length.
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Figure 2.7: Frequency modulation in the alpha band. Shown are the estimated
modulation functions in the alpha band (7-13 Hz) for all nine subjects. Solid
lines denote the occipital modulation functions (M̂0) and dashed lines the frontal
modulation functions (M̂F ).

Figure 2.8 shows the group-average of the observed relative phase distribution
and estimated modulation functions. The frontal alpha rhythm, which has a
slightly lower frequency than the occipital alpha rhythm, is up-modulated at π.
Moreover, the frequency of the occipital rhythm tends to be up-modulated at 0
but this effect is much less pronounced. In sum, the fitted model suggests that
phase-locking of spontaneous MEG rhythms in the alpha band is a consequence
of the up-modulation at π of the frontal rhythm by the occipital rhythm.
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Figure 2.8: Group-average results in the alpha band. (a) Observed distribution
of phase-differences in the alpha band (7-13 Hz) averaged over all subjects. (b)
Estimated modulation functions averaged over all subjects.

The observed phase difference distributions and their reconstructions are shown
in Figure 2.9. Although the reconstructed distributions are a bit flattened as
compared to the observed distributions they capture the shape of the observed
distributions including their symmetries. In this sense, the proposed phase
interaction model accounts for the observed phase difference distributions.

Figure 2.9: Phase difference distributions in the alpha band. Shown are the
observed (black) and reconstructed (white) distributions of phase differences in
the alpha-band (7-13 Hz) for all nine subjects.

43



Coupling between spontaneous beta oscillations

We repeated the above analysis in the beta band (17-23 Hz). Figure 2.10 shows
the estimated modulation functions M̂O and M̂F for all subjects. In eight out of
nine subjects, the frontal oscillations have a higher frequency than the occipital
oscillations, in contrast with alpha band oscillations. In Table 2 the computed
coupling-strength indices κ̂O and κ̂F are listed, together with their p-values. In
subjects 4 and 6 occipital-frontal coupling was found with p ≤ 0.05. Although
the modulation functions corresponding to significant indices do not have the
same shape, their shapes were consistent when estimating them on two non-
overlapping epochs.

Figure 2.10: Frequency modulation in the beta band. Shown are the estimated
modulation functions in the beta band (17-23 Hz) for all nine subjects. Solid
lines denote the occipital modulation functions (M̂O) and dashed lines denote
the frontal modulation functions (M̂F ).

The group average is shown in Figure 2.11. Both the frontal and occipital
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modulation functions are a-symmetric around π and have a sinusoidal shape.
Even though both modulation functions are a-symmetric around π, the phase
difference clusters around π. Furthermore, the frontal oscillations are stronger
modulated than the occipital oscillations. Thus, the model suggests that phase
locking between spontaneous occipital and frontal beta oscillations is a result of
a mutual a-symmetrical modulation of their instantaneous frequencies by their
instantaneous phase difference. Moreover, the relative shapes of the modulation
functions force the oscillations to be in anti-phase, which is reflected in the
location of the peak in the distribution of phase differences.

Figure 2.11: Group-average results in the beta band. (a) Observed distribution
of phase-differences in the beta band (17-23 Hz) averaged over all subjects. (b)
Estimated modulation functions averaged over all subjects.

Figure 2.12 shows the observed and reconstructed distributions of phase differ-
ences for all subjects. The resemblance between the reconstructed and observed
distributions is comparable to the resemblance in the alpha band analysis. In
subject 2 the estimated modulation functions touch each other yielding a stable
fixed point in the estimated model ((2.5) (2.6)). Consequently, the dynamics
of the estimated model is not intermittent, but the signals are (almost) fully
phase-locked, resulting in an extremely peaked reconstructed distribution.
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Figure 2.12: Phase difference distributions in the beta band. Shown are the
observed (black) and reconstructed (white) distributions of phase differences in
the beta band (17-23 Hz) for all nine subjects.

Dynamical interpretation

While on the basis of the observed phase difference distributions (Figure 2.8(a)
and Figure 2.11(a)) it is impossible to distinguish between the phase interaction
dynamics in alpha and beta bands, the estimated modulation functions suggest
that in the alpha and beta bands, the observed phase locking is caused by qual-
itatively different dynamical mechanisms (Figure 2.8(b) and Figure 2.11(b)).
The fitted models suggest that in the alpha band, phase-locking between frontal
and occipital oscillations is caused by an acceleration of the slower frontal
rhythm. This acceleration is modulated by the phase difference between the
rhythms and is strongest when the rhythms are in anti-phase. The consequence
of this dynamical process is a clustering of phases at π, which is reflected in
the peak in the distribution of phase differences. In contrast, the fitted models
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suggest that in the beta band phase locking is caused by an acceleration of the
slower occipital rhythm and a simultaneous deceleration of the faster frontal
rhythm. While the occipital rhythm is accelerated strongest when the phase
difference is smaller than π, the frontal deceleration is strongest when the phase
difference is larger than π. The interplay between these influences results in
phase clustering at, which is again reflected in the peak in the distribution of
phase differences. Thus, while the distributions of phase differences in the alpha
and beta bands are similar, the underlying dynamical processes are different, as
revealed by the estimated phase interaction model.

2.4 Discussion

In this study we modeled the phase interaction between bivariate ongoing MEG
oscillations by assuming that they can be described by weakly coupled self-
sustained oscillators. We proposed a method to fit the model to data and defined
indices for measuring the strength and direction in coupling. Furthermore, using
simulated data, we tested the methods performance, described the effect of vol-
ume conduction on the fitted model, and showed that the model is robust against
model violations. We fitted the model to spontaneous (eyes closed, resting state)
occipital-frontal MEG oscillations, recorded from nine healthy subjects in the
alpha (7-13 Hz) and beta band (17-23). The model can reconstruct the ob-
served phase difference distributions between occipital and frontal oscillations
reasonably well, and, hence can account for observed values of phase synchro-
nization indices derived from this distribution. Moreover, it suggests that in
the alpha and beta bands, phase locking is a result of qualitatively different
coupling mechanisms. In contrast to the commonly used interaction indices,
the model-based approach followed in this study does not merely quantify the
interaction strength but also characterizes how the instantaneous phases influ-
ence the frequencies of the recorded rhythms. Statistical testing confirmed the
existence of coupling in three out of nine subjects. This suggests that the phase
dynamics following a coupled oscillator model correspond to a specific type of
interaction that is not always present. When it is present, we found that it is
consistent in form over different epochs.

The computed occipital-frontal coupling indices in the alpha band tend to be
higher than the frontal-occipital coupling indices (Table 1). These findings at
least suggest that the occipital rhythm drives the frontal rhythm stronger than
vice versa. This seems to be in contradiction with the results reported in [77].
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In that study, a directionality index was applied to spontaneous (eyes closed,
resting state) EEG data of 88 subjects using all EEG sensors and the results
suggested for the alpha band a stronger coupling in the front-to-back direction
than vice versa. The direction of coupling was based on an average over all
channel pairs. Although a large number of subjects was studied in [77] sub-
stantial intersubject variability was found. Therefore the results of the present
study, using a smaller number of subjects, do not necessarily contradict the ear-
lier findings. An important difference between the methods is that the coupling
measure and directionality index used in [77] is insensitive to volume conduc-
tion. In our study we mostly found symmetric modulation functions in the alpha
band (Figure 2.10) which may be partly due to volume conduction. Following
the idea used in [77], initially introduced in [76] and varied upon in [99], the
method presented in the current study can be extended by deriving coupling
indices from the asymmetric part of the estimated modulation functions. Such
indices will be insensitive to volume conduction, which only affects the symmet-
ric part of the modulation functions. Another possible approach to the volume
conduction problem is to attempt to unmix the source signals by applying an
appropriate transformation to the sensor signals [70].

As described in Section 2.2.1, weakly coupled oscillators can display intermittent
dynamics, where episodes of (almost) phase locking are interwoven by periods
called phase slips, where the phase of one of the oscillators advances relative to
the other. Intermittent phenomena are observed in a number of other studies
and a conceptual framework is provided in [29]. In [25] phase slips in gamma
band EEG oscillations in rabbit sensory cortices were observed and interpreted
as state transitions, which are assumed to play a role in converting sensory in-
put to conceptual output. In [24] related findings are described in human EEG
experiments. In [7] transient phase desynchronization was proposed to play
a role in the generation of human alpha oscillations. In [8] and [47] the spa-
tial structure of instantaneous phase patterns was investigated in human EEG
studies and was suggested to play a role in perception and cognition. In [105]
a human EEG study was performed, where it was found that the duration of
phase-resettings positively correlates with IQ.

In this study, we tested for significance of the coupling strength indices using sur-
rogate data [81]. The idea is to generate signals that are identical to the recorded
signals, except that they are uncoupled, i.e. have constant modulation functions.
Besides the method described in this study, we also investigated an alternative
randomization procedure, namely randomizing the instantaneous frequencies of

48



the recorded signals [46]. Although this produced signals with constant modu-
lation functions, it detected significant coupling between two independent and
bandpass filtered Gaussian noise processes, which is clearly undesirable. The
cause for this deficit is that randomizing the instantaneous frequencies of a sig-
nal can only be performed after the signals have been bandpass filtered. To
avoid the detection of spurious coupling due to bandpass filtering, a randomiza-
tion procedure should be applied to the raw broadband signals. The difficulty
now exists in the fact that instantaneous phases and hence, frequencies cannot
be defined for broadband signals. Since phase-randomization by means of the
Fourier transformation destroys the nonlinear relationship between the phases
of both signals, and since coupling through modulation function is a special
kind of nonlinear relationship between the phases of both signals, we used this
to generate surrogate signals. We note however, that an optimal randomization
procedure does not exist and that this applies to every synchronization index
[93].

Although the phase interaction model proposed in this study provides a dynam-
ical account for observed phase locking between ongoing occipital and frontal
MEG oscillations in the alpha and beta bands, most likely, it is a simplification
of the actual dynamics of ongoing alpha and beta rhythms. For example, the
model ignores other sources of influence such as common driving signals (see
[82] for common-driving signals in spike-trans), the existence of time-delays in
coupling, the effects of amplitude dynamics, and dynamical noise. Incorporating
these aspects in the model will be the objective of future studies.

2.5 Appendices

2.5.1 Reduction of the general phase model

In the literature, more general phase interaction models have been proposed
[87]. Again, let φx and φy be the instantaneous phases of two weakly coupled
oscillators x and y. Then in general, the phase interactions can be described by
the following equations:

∆φx
∆t

(n) = Mx(φx, φy) + ξx(n), (2.14)

∆φy
∆t

(n) = My(φx, φy) + ξy(n). (2.15)
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where Mx and My are 2π-periodic in both arguments. These models have been
proposed in the general context of weakly-coupled oscillators. For ongoing MEG
oscillations we can, without compromising the data, reduce this model to the
more restricted model described in this study ((2.2) and (2.3)). The reduction
is based on the following empirical findings regarding the dynamics of sponta-
neous MEG oscillations.

First, the distribution of (φx, φy) is to a reasonable approximation a function of
the phase difference ψ = φx − φy as illustrated in Figure 2.13(a). This observa-
tion is consistent over all nine subjects hence makes it reasonable to model the
phase interaction by a one-dimensional modulation function, that is, to let Mx

and My only depend on the instantaneous phase difference between x and y.

Figure 2.13: Observed characteristics of spontaneous MEG oscillations. (a)
Histogram in color of the occipital-frontal phases (φO, φF ). (b) Histogram of
the pair (φO, ψ). (c) Estimates of f̂O + N0 and f̂F + NF . (a), (b), and (c)
were computed for a single subject in the alpha band (7-13 Hz). The observed
features are however, constant over subjects and frequency bands.

Thus, we can replace the model described by (2.14) and (2.15) by

∆φx
∆t

(n) = Mx(ψ) + ξx(n), (2.16)

∆φy
∆t

(n) = My(ψ) + ξy(n). (2.17)

By an averaging argument one can also theoretically show that when the natural
frequencies of the coupled oscillators are close, then their modulation functions
depend only on their phase difference [2].
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If one would still wish to account for nonlinearities in the model, 2π-periodic
modulation functions Nx and Ny with mean zero could be included, leading to
the following equations:

∆φx
∆t

(n) = Nx(φx) +Mx(ψ) + ξx(n), (2.18)

∆φy
∆t

(n) = Ny(φy) +My(ψ) + ξy(n). (2.19)

Since φx and φy are distributed independently of their phase difference ψ, as
illustrated in Figure 2.13(b), information on the value of φx (or φy) does not
disclose the value of ψ and vice versa. Again, this finding is consistent over
subjects. Theoretically this can be explained by the fact that when the natural
frequencies of two coupled oscillators are close, the dynamics of both oscillators
are much faster than the dynamics of their phase difference [2]. This allows to
estimate Nx and Mx (and Ny and My) independently from each other.

The functions Nx and Ny however, turn out to be more or less constant (zero),
at least when compared to Mx and My as illustrated in Figure 2.13c. Again
this observation is consistent over subjects and reflects the fact that the in-
stantaneous frequencies of MEG oscillations are not modulated by their own
instantaneous phases. This observation allows us to discard Nx and Ny and
reduces the model described by (2.18) and (2.19) to the specific phase model
given by (2.16) and (2.17).

2.5.2 Comparison of estimation methods

In the literature, other methods have been proposed to estimate the modulation
functions from data. The method described in ( [87] parameterizes the modu-
lation functions Mx and My by a finite Fourier series (remember that Mx and
My are 2π-periodic in ψ):

Mx(ψ) =
p∑
j=0

αk cos(j, ψ) + βk sin(jψ), (2.20)

where αk and βk (j = 0, · · · , p) are the Fourier coefficients and p is the model
order. The Fourier coefficients are estimated from the pairs of observations
(ψ(n), ∆φx

∆t ), n = 1, · · · , N via least squares regression. We compared the per-
formance of this parametric method to the non-parametric method described in
this study, which we refer to as conditional averaging (because the modulation
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functions are estimated by averaging the instantaneous frequencies of the signals
conditional on their phase difference).

We first compare the performance of both methods as a function of noise inten-
sity. We simulated the system described by (2.10) and (2.11) for ten seconds
(again, using an integration interval of 0.005 seconds) with fx = 10 Hz, fy = 9
Hz, cx = 0.2, and cy = 0. For these choices the oscillators are in the intermit-
tent regime. For the conditional averaging method we fixed the settings B = 11,
f = 16, k = 2 and for the Fourier method we fixed p = 1. We let the noise
intensity vary from 0 to 1 in steps of 0.05 and for every value we simulate the
system 1000 times with random initial conditions. The performance of both
methods to estimate Mx is quantified by the sum of squared errors (SSE) taken
over the B points at which Mx is estimated. The results of the simulation
are summarized in Figure 2.14. As the figure shows, the performance of both
methods gradually decreases with increasing noise strength. Furthermore, the
Fourier approximation method performs better in reducing noise.

Figure 2.14: Performance as a function of noise intensity. Shown are the square-
root of the sum of squared errors (SSE) as a function of noise variance for both
methods. The vertical bars with circles denote one standard deviation (based
on 1000 simulations).

We compared the robustness of both methods against changes in the settings
of the method. As modulation functions we chose Mx(ψ) = 10 − 0.2 sin(4ψ)
and My constant (9 Hz) and we set the noise intensity to zero. Both methods
were applied for multiple settings of their parameters. For the conditional av-
eraging method we performed three simulations where in each simulation two
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parameters were held constant and the third parameter was varied. We chose
the following values: (i) B = 32, k = 3, f = 5, 9, 13, 17, 21, (ii) B = 32, f = 5,
k = 4, 3, 2, 1, 0, and (iii) f = 5, k = 3, B = 32, 25, 18, 11, 4. For the Fourier
approximation method we chose p = 4, 3, 2, 1, 0. For every choice of values for
(B, k, f) we estimated Mx. The results of the simulations are illustrated in Fig-
ure 2.15. As Figure 2.15(a) shows, the Fourier approximation method is very
sensitive to the choice of the model order; when the true order is higher than
the estimation order the estimate distorts the shape of the modulation func-
tion. As Figures 2.15(b), (c), and (d) show, the conditional averaging method
is more robust against parameter changes; although the amplitude of Mx is
underestimated, the shape remains undistorted.

Figure 2.15: Stability against parameter changes. (a) Estimates of Mx via
Fourier approximation for Fourier orders 4, 3,2,1,0. Figures (b), (c), and (d)
show estimates of Mx via conditional averaging where in each case one of the
parameters was varied: In (b) the framelength f , in (c) the filter order k, and
in (d) the number of bins B.

2.5.3 Uncoupled but mixed sources yield symmetrical mod-
ulation functions

Let s1(t) = cos(ω1t + φ0,1) and s2(t) = cos(ω2t + φ0,2) be source signals with
initial phases φ0,1 and φ0,2) respectively, and with ω1 6= ω2. Furthermore, let
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m1(t) and m2(t) be the signals recorded at sensors 1 and 2, respectively, thus

mj(t) = αj,1s1(t) + αj,2s2(t),

for j = 1, 2 and for certain mixing coefficients α1,1, α1,2, α2,1, α2,2 ≥ 0. We
assume that α1,1 > α1,2 and α2,1 < α1,2 reflecting that s1 is recorded at sensor
1 stronger than s2 is and that s2 is recorded stronger at sensor 2 than s1 is.
The analytic signals of m1 and m2 are given by (see [66], page 85)

ma
j (t) = αj,1e

i(ω1t+φ0,1) + αj,2e
i(ω2t+φ0,2).

The instantaneous phases φ1(t) and φ2(t) of m1 and m2 are defined by φj(t) =
arg(ma

j (t)). Let ψ(t) = φ1(t)−φ2(t) (mod 2π) denote the relative phase between
m1 and m2. We will argue that there exist real-valued functions M1,M2 : → R,
which are symmetrical, that is, they satisfy Mj(2π − ψ) = Mj(ψ) for all ψ ∈
[0, 2π], and which have the property that

d

dt
φj(t) = Mj(ψ(t)).

It suffices to prove the existence of M1; the existence of M2 follows by symmetry.

By straightforward algebra we can write

ψ(t) = arg(
ma

1(t)
ma

2(t)
) = arg(h(ei(∆ωt+∆φ))),

where ∆ω = ω1 − ω2 is the frequency mismatch between s1 and s2, ∆φ =
φ0,1−φ0,2 the initial phase difference, and the function h : C/{−d} → C defined
by

h(z) =
c− d

d+ z∗
+ 1,

where C denotes the complex numbers, c = α1,1/α1,2, d = α2,1/α2,2, and ∗
denotes complex conjugation. Similarly, the function φ1(t) can be written in
the form

φ1(t) = ω1t+ φ0,1 + arg(c+ e−i(∆ωt+∆φ)).

Using the facts that c > 1 and d < 1, we show below that the function h induces
an orientation-preserving diffeomorphism between the unit circle S1 ⊆ C and a
closed curve that encloses the origin, and has the property that h(ei(2π−t)) =
h∗(eit) for t ∈ [0, 2π]. It follows that the map γ : [0, 2π] → [0, 2π] defined by
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γ(t) = arg(h(eit)) is a diffeomorphism satisfying γ(2π − t) = 2π − γ(t). Hence
the derivative of any smooth map µ : [0, 2π] → R can be written in the form
µ′(t) = M(γ(t)) for the function M = µ′ ◦ γ−1. If µ′ is symmetrical about π,
then it can be checked that the map M is symmetrical about π as well. One
function with these properties is given by µ(t) = arg(c+ e−it). Now

φ1(t) = ω1t+ φ0,1 + µ(∆ωt+ ∆φ),

and hence

d

dt
φ1(t) = ω1 + ∆ωM(γ(∆ωt+ ∆φ)) = ω1 + ∆ωM(ψ(t)),

which proves the assertion with M1 = ω1 + ∆ωM .

It remains to establish the asserted properties of the map h. When z runs coun-
terclockwise along the unit circle with constant angular velocity (z = eit for t
increasing from 0 to 2π), then d+ z∗ runs through a unit circle around d clock-
wise. Since d < 1 this circle contains the origin. Because arg(z−1) = −arg(z)
and |z−1| = 1/|z|, the inverse 1/(d + z∗) traces out a closed curve counter-
clockwise, which also contains the origin in its interior. This curve crosses the
positive real axis at time t = 0 at the point 1/(d + 1) > 0 and crosses the
negative real axis at t = π at 1/(d − 1) < 0. Multiplication by c − d > 0
changes the size of the curve, and adding 1 moves it 1 unit to the right. Be-
cause (c − d)/(d − 1) < 1, the resulting curve t 7→ h(eit) is a closed curve that
circles the origin counter-clockwise. The identity h(ei(2π−t)) = h∗(eit) follows
from the algebraic definition of h, or from the preceding geometric description.
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Chapter 3

Unbiased estimation of
Langevin dynamics from
time series with application
to hippocampal field
potentials in vitro

Adapted from: Hindriks, R., Jansen, R., Bijma, F., Mansvelder, H.,de Gunst,
M.C.M., van der Vaart, A.W.: Unbiased estimation of Langevin dynamics from
time series with application to hippocampal field potentials in vitro, submitted.

3.1 Introduction

Complex dynamical systems typically operate in a non-static environment, which
influences their dynamics. An example is the membrane potential of a single
nerve cell that is constantly perturbed by post-synaptic potentials from numer-
ous presynaptic peers. Often, the environment consists of random perturbations
that may reasonably be modeled with a Gaussian white noise process. The ef-
fect of such a noisy environment on a complex system can be non-trivial and
be visible on a macroscopic scale. It may, for example, induce phase-transitions
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which do not exist in the absence of fluctuations [107]. Given the non-trivial
effects of a randomly fluctuating environment on a complex dynamical system,
for biological systems such as the nervous system, noise might have a functional
role. An example of this is stochastic resonance, in which noise enhances the
sensitivity of a non-linear system to external signals [113]. Therefore, it is im-
portant to incorporate noise in computational models of diverse natural systems
and to include it in time series analysis methods.

Dynamical systems subject to random fluctuating forces may mathematically
be described by stochastic differential equations, also called Langevin equations.
The processes they generate are often referred to as diffusion processes. The
difficulty in fitting Langevin equations to data consists in the fact that in gen-
eral, the transition densities are unknown, and have to be approximated in some
way, based on discretely sampled observations. Typically one uses estimators
that are unbiased up to first-order in the sampling period ∆. This implies that
it is assumed - either explicitly or implicitly - that the sampling period ∆ is
small as compared to the typical time scale in the observed system. Since not
all experimental recordings allow for an arbitrarily high sampling frequency, es-
timators that have a higher order of accuracy are of special importance. More
accurate estimators can be obtained by including correction terms, leading to
estimators that are unbiased up to order ∆2 [85, 103]. For certain specific classes
of Langevin equations one can explicitly compute corrections for all orders [3]
and for one-dimensional Langevin processes with additive noise one can define
unbiased estimators [17].

Langevin equation are used extensively in computational neuroscience, in par-
ticular in meanfield approximations to neuronal circuit models [16]. Besides
their usefulness in computational modeling of complex dynamical systems, they
have also been applied to uncover dynamical principles underlying natural or
laboratory measurements. Examples include turbulence [26], stock prices [6],
traffic dynamics [54], climatological systems [103, 59], the human motor sys-
tem [108, 109, 32], and the cardio-respiratory system [4]. However, up to our
knowledge, the application to neurophysiological recordings is currently limited
to human epileptic electrocorticograms [83, 84, 57] and intracellular recordings
in rat auditory cortex [17].

In this paper we use the method proposed in [5], which yields (asymptotically)
unbiased estimators for a large class of Langevin equations. In Section 3.2 we
review the effect of a finite sampling period ∆ on the estimation of drift and
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diffusion functions and describe the solution proposed in [5]. Furthermore, we
describe how model assessment can be performed by defining appropriate resid-
uals and how to obtain confidence intervals for the unknown model parameters.
In Section 3.3 we compare the methods’ performance with a general first-order
method using simulations, thereby illustrating the necessity of using estimation
methods with high-order accuracy. In Section 3.4 we apply the methodology
to local field potentials recorded from mouse hippocampus in vitro from eight
genetically different mouse strains. Conclusons are drawn in Section 3.5.

3.2 Materials and methods

3.2.1 Stochastic differential equations

LetX = {Xt|t ≥ 0} be a one-dimensional stochastic process and letB = {Bt|t ≥
0} denote standard Brownian motion. If there exist a probability density p0 and
functions b, σ : D ⊆ R −→ R such that X0 has density p0 and for every t ≥ 0

Xt = X0 +
∫ t

0

b(Xs)ds+
∫ t

0

σ(Xs)dBs, (3.1)

then X is said to satisfy a stochastic differential equation with drift function b,
diffusion function σ, and initial density p0. The set D is an interval (l, r) where
l can possibly be −∞ and r might be ∞ and is called the state space of X. The
second integral in (3.1) is the Itô integral with respect to B [79]. Equation (3.1)
describes a process with deterministic dynamics described by b and subject to
random fluctuations that influence the dynamics through σ. If σ is not constant
but a function of the state x of the system, the random fluctuations are called
state-dependent or multiplicative. A process satisfying (3.1) is called a diffusion
process and (3.1) and is often referred to as a Langevin equation in physics.
Oftentimes (3.1) is written in differential form as

dXt = b(Xt)dt+ σ(Xt)dBt, (3.2)

which should be interpreted as a short-hand form of (3.1). Throughout this
study we will use the differential notation (3.2). Besides (3.1) the dynamics of
X can also be described in terms of the conditional probability density pt(x) of
Xt given X0 ∼ p0. The conditional density or transition density of a diffusion
process satisfies the partial differential equation

∂pt
∂t

+
∂

∂x
[bpt −

1
2
∂

∂x
(σ2pt)] = 0, (3.3)
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with initial condition p0. Equation (3.3) is called the forward Kolmogorov equa-
tion or Fokker-Planck equation [86]. Conversely, a conditional density satisfying
(3.3) with initial condition X0 ∼ p0 defines a diffusion process with drift func-
tion b, diffusion function σ, and initial density p0. A diffusion process is said to
possess a stationary density p̄ if (3.3) has a time-independent solution p̄. The
process is called stationary if p0 = p̄. If the probability mass of X at t = 0
is concentrated in one point x0 ∈ R so that p0(x) = δ(x − x0) we write the
conditional density as pt(x|x0).

With the diffusion process X = {Xt|t ≥ 0} one can associate the transition
operator πt which acts on sufficiently regular functions f through

πtf(x) = E(f(Xt)|X0 = x) =
∫
D

f(y)pt(y|x)dy, (3.4)

and which is related to the drift and diffusion function of X via

∂πtf(x)
∂t

= πtAf(x), (3.5)

where A is called the infinitesimal generator associated with X and is defined
by

Af(x) = b(x)f ′(x) +
σ2

2
(x)f ′′(x),

[79]. The infinitesimal generator plays a central role both in deriving estimators
and in assessing their properties.

3.2.2 Finite-time effect

Suppose that we observe X0, X∆, , · · · , Xn∆ sampled with period ∆ > 0 from a
stationary one-dimensional diffusion process. By expanding πtf(x) in a Taylor
series around t = 0 and repeatedly applying (3.5), we obtain

πtf(x) =
∞∑
k=0

tk

k!
∂(k)πtf(x)
∂t(k)

|t=0 =
∞∑
k=0

Akf(x)
k!

tk,

where A(k) means applying A k times to its argument. Taking f(y) = y and
noting that π∆f(x) = E[X∆|X0 = x] where E denotes conditional expectation,
we find that

b(x) =
E[X∆ − x|X0 = x]

∆
+O(∆). (3.6)
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Furthermore, by taking f(y) = y2 and using the above O(∆) approximation of
b(x) we find that

σ2(x) =
E[
(
X∆ − x−∆b(x)

)2|X0 = x]
∆

+O(∆). (3.7)

This motivates to define estimators for drift and diffusion by

b̂(x) =
1

∆K(x)

n∑
i=1

(Xi∆ −X(i−1)∆)1[x−δ,x+δ](X(i−1)∆), (3.8)

and

σ̂2(x) =
1

∆K(x)

n∑
i=1

(
Xi∆−X(i−1)∆−∆b̂(X(i−1)∆)

)2
1[x−δ,x+δ](X(i−1)∆), (3.9)

where 1 denotes the indicator function and

K(x) =
n∑
j=1

1[x−δ,x+δ](X(j−1)).

Thus b(x) and σ2(x) are estimated by averaging Xi∆ − X(i−1)∆ and
(
Xi∆ −

X(i−1)∆ − b̂(X(i−1)∆)
)2 respectively, over those samples i for which X(i−1)∆ ∈

[x − δ, x + δ] for a chosen binning parameter δ > 0. The estimators defined in
(3.8) and (3.9) are equivalent with the Euler-Maruyama approximation of the
dynamics of Xt, which is given by

X(i+1)∆ = Xi∆ + ∆b(Xi∆) +
√

∆σ(Xi∆)ξi, (3.10)

where the ξi are independent standard normal variables [53]. We will therefore
refer to these estimators as the EM estimators. When in the expression for
σ̂2 the term ∆b̂(X(i−1)∆) is neglected, one obtains the estimator proposed in
[95]. Alternatively, the estimation can be done using a smoothing kernel [57]
or parametrically using a least squares fit [32]. However, (3.6) and (3.7) show
that these estimators are biased, and that the bias is of the order ∆. This is
called the finite-time effect. As a consequence, these estimators can only be used
when ∆ is small enough so that these sums can be neglected. Unfortunately,
even when this is the case, it is hard to confirm in practice, since A is generally
unknown.
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3.2.3 Estimating equations

In this study we take a different approach and consider the following estimation
problem. Given a sampling period ∆ > 0 and observations X0, X∆, , · · · , Xn∆

from a one-dimensional stationary diffusion process X = {Xt}t≥0 with state-
space D and parameterized drift function bα, α ∈ Rp and diffusion function σβ ,
β ∈ Rq, estimate α and β. Let us write θ = (α, β) ∈ Rp+q. To estimate θ
we adopt the estimation method described in [5]. The estimator θ̂ = (α̂, β̂) is
obtained by solving the estimating equation

Gn(θ) = 0, (3.11)

with estimating function

Gn(θ) =
n∑
i=1

ω(X(i−1)∆; θ)
(

Xi∆ −m1(X(i−1)∆; θ)(
Xi∆ −m1(X(i−1)∆; θ)

)2 −m2(X(i−1)∆; θ)

)
.

(3.12)
In this equation, m1 and m2 are the conditional expectation and conditional
variance, respectively:

m1(x) =
∫
D

yp∆(y|x)dy,

and
m2(x) =

∫
D

(y −m1(x))2p∆(y|x)dy,

where we used the stationarity of X. Furthermore, ω is a (p + q) × 2 weight
matrix given by

ω(X(i−1)∆; θ) =
(
∂θbα(X(i−1)∆)
σ2
β(X(i−1)∆)

,
∂θσ

2
β(X(i−1)∆)

2∆σ4
β(X(i−1)∆)

)
, (3.13)

where ∂θbα and ∂θσ
2
β denote the gradients of b and σ2, respectively, with re-

spect to θ [5]. In [5] it is derived that, for n large, the sampling distribution
of the estimator θ̂ is (approximately) normal with mean the true value θ0 and
covariance matrix Σ/n, i.e. θ̂ is asymptotically unbiased and normal.

We solve (3.11) by a numerical optimization scheme using the estimate obtained
from a least squares regression on the nonparametric estimators (3.8) and (3.9)
as initial guess. If m1 and m2 are known, they can be substituted into (3.12).
If m1 and m2 are unknown, they can be approximated at the point X(i−1)∆
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by simulating Xt L times in the interval [0,∆] using an appropriate numerical
scheme [53] with time-step ∆/M and with initial value X(i−1)∆. Subsequently,
m1(X(i−1)∆) and m2(X(i−1)∆) are estimated by the mean and variance, respec-
tively, of the endpoints of the L simulations. In [51] it is shown that simulations
of m1 and m2 do not introduce a bias in and can be made arbitrarily accurate
by increasing M .

3.2.4 Confidence intervals

To determine confidence intervals for θ we exploit the asymptotic normality of
θ̂ and use estimates of the variances of (functions of) the components of θ̂. As
derived in [6] Σ−1 can be expressed in terms of the first four (central) moments
m1,m2,m3,m4, where

mk(x) =
∫
D

(y −m1(x))kp∆(y|x)dy,

for k = 3, 4. If only m1 and m2 are known, we can still obtain an analytical ex-
pression for Σ−1 by making a Gaussian approximation to the transition density
of X, thus setting m3 = 0 and m4 = 3m2

2. This leads to the following expression
for Σ−1:

Σ−1 =
∫
D

κθ̂(x)p̄(x)dx, (3.14)

where κθ̂ is a (p + q)-blockdiagonal matrix with p-dimensional upper block κα̂
and q-dimensional lower block κβ̂ given by

κα̂(x) = m2(x)∂α̂m1(x)∂α̂m1(x)T ,

and
κβ̂(x) = m2

2(x)∂β̂m2(x)∂β̂m2(x)T ,

where ∂α̂m1(x) denotes the vector of partial derivatives of m1(x) with respect
to α in the point α̂. This approximation is expected to work well when ∆ is
small. Using the assumed ergodicity of X, we can estimate Σ−1 by

Σ̂−1 =
1

n+ 1

n∑
i=0

κθ̂(Xi). (3.15)

Σ̂ is then obtained by numerically inverting Σ̂−1. The diagonal elements of Σ̂
are the estimated variances of the components of θ̂. From these variance es-
timates an due to the asymptotic normality of θ̂, confidence intervals for the
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components of θ follow in the usual way.

For a differentiable function g : Rp+q −→ R the distribution of g(θ̂) is normal
with expectation g(θ0) and variance ∂θ̂g(θ̂)Σ̂∂θ̂g(θ̂)

T /n, where ∂θ̂g(θ̂) denotes
the gradient of g in θ̂, T denotes the transpose, and, again, θ0 denotes the true
parameter value. Confidence intervals for the estimated drift and diffusion func-
tions bθ̂(x) and σ2

θ̂
(x) in the point x can now be obtained by applying the above

observation to g(θ̂) = bθ̂(x) and g(θ̂) = σ2
θ̂
(x), respectively. If the infinitesi-

mal moments are unknown, confidence intervals for the components of θ can be
obtained by bootstrap sampling from the estimated model, which means that
the distribution of the components of θ̂ are simulated by estimating θ a large
number of times using simulations from the model with θ = θ̂.

3.2.5 Model verification

Suppose we obtain the estimate θ̂ of θ from observations X0, · · · , Xn∆. If the
estimated model fits, the random variables

Ui =
∫ Xi∆

l

p∆(x|X(i−1)∆; θ̂)dx

for i = 1, · · · , n are approximately independent and uniformly distributed over
the interval [0, 1]. The random variables U1, · · · , Un are called the uniform
residuals of the estimated process [6]. Since in general the transition density p∆

is unknown, we simulate L′ trajectories of X on [0,∆] with sufficiently small
time-step ∆/M ′ and starting in X(i−1)∆. The residual Ui is then estimated by
the fraction of the trajectories’ endpoints that are ≤ Xi∆. By choosing L′ and
M ′ large enough, this estimate can be made arbitrarily accurate.

Alternatively, model verification can also be performed by comparing the ob-
served (univariate) distribution ofX0, X∆, · · · , Xn∆ with the distribution gener-
ated by the fitted model [32]. However, although a good fit implies an agreement
between the observed and reconstructed data distributions, such an agreement
does not guarantee that the model fits the data. The reason for this is that by
comparing marginal distributions, the temporal dynamics of the time series are
not explicitly used. In contrast, the uniform residuals explicitly compare the
temporal properties of the data with those of the model.
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3.3 Simulations

3.3.1 Linear damped system with parabolic noise

To illustrate the methodology, we chose a linearly damped system X = {Xt}t≥0

with parabolic diffusion, that is,

dXt = −θ1Xtdt+
√
θ2 + θ3Xt + θ4X2

t dBt, (3.16)

where θ1, θ2, and θ4 are non-negative. Simulations were performed using the
1.5 Strong Taylor scheme with time-step 10−4 seconds (see Appendix A). The
parameter θ1 is the (strength of) damping in the system and quantifies how
quickly the system returns to equilibrium after a perturbation. The parameter
θ2 is the noise intensity and quantifies the intensity of the state-independent
fluctuations. The parameter θ3 quantifies to which extent the magnitude of the
fluctuations depends on the sign (positive or negative) of the state and we will
refer to it as the asymmetry in the system. The parameter θ4 quantifies the
rate with which the fluctuations increase when the system is further away from
equilibrium and we refer to it as the parabolicity of the system. We assumed
all parameters to be unknown, thus we set θ = (θ1, θ2, θ3, θ4). The conditional
moments m1 and m2 of X can be calculated explicitly and are given by

m1(x) = xe−θ1∆ (3.17)

and

m2(x) = x2e−2θ1∆(eθ4∆−1)+
θ2

2θ1 − θ4
(1−e(θ4−2θ1)∆)+

θ3x

θ1 − θ4
e(θ4−2θ1)∆(e(θ1−θ4)∆−1)

(3.18)
(see Appendix B). Furthermore, the weight matrix (3.13) is given by

ω(x; θ) =
1

2∆σ4(x)


−2∆xσ2

θ(x) 0
0 1
0 x
0 x2

 ,

where σ2
θ(x) = θ2 + θ3x + θ4x

2 denotes the squared diffusion function of the
above process.

3.3.2 Performance

In all simulations we chose the sampling period ∆ = 0.005 seconds, and θ =
(150, 300, 10, 20). This choice for ∆ equals the sampling period of the experi-
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mental time series in Section 3.4. These choices are representative and enable us
to show the difference in performance between the first-order estimator and the
(asymptotically) unbiased estimator. In the first simulation we compared the
accuracy of the estimator obtained from a least squares regression on the non-
parametric estimates defined in Section 3.2.2with the asymptotically unbiased
estimator. The former is denoted with θ̂EM where the subscript EM stands for
Euler-Maruyama, and the latter is denoted by θ̂CS where CS stands for con-
sistent. We simulated N = 500 paths from (3.4.4), each of length n = 10.000
samples and computed θ̂EM and θ̂CS for each path. The results are shown in
Figure 3.1. Although this cannot be seen from the figure, both the EM and the
CS estimates are normally distributed. More importantly, the EM estimates
are severely off, which illustrates that the corresponding estimators are strongly
biased, whereas the CS estimates lie around the true value, which confirms the
fact that the CS estimators are asymptotically unbiased. Specifically, the EM
estimator systematically underestimates the true values of all four parameter
components

Figure 3.1: Euler-Maruyama and consistent estimates. Shown are 500 estimates
of all four parameters using the Euler Maruyama method (a) and using the
consistent estimation method (b). The black horizontal lines indicate the true
values of the parameter components; θ = (150, 300, 10, 20).

To illustrate the asymptotic behavior of the approximated confidence intervals
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based on (3.15), we simulated one path from (3.4.4) of length n = 10.000 and
constructed the 95% confidence intervals using different parts of the simulated
path, namely the first 100, 1.000, and 10.000 samples, respectively. The confi-
dence intervals were constructed using the true value of θ. The resulting three
confidence intervals for the drift and squared diffusion function are shown in
Figure 3.2. Indeed, as the number of samples increases, the confidence intervals
concentrate nicely around the true drift and diffusion functions. We also per-
formed the same simulation with the exact confidence intervals based on (3.14)
and found no appreciable differences. This shows that, at least for the chosen
sampling period, the approximated confidence intervals are adequate.

Figure 3.2: Confidence intervals. Shown are the true drift function (a) and
squared diffusion function (b) together with 95% confidence intervals for three
different values of n (100, 1000, and 10000).

To illustrate how the uniform residuals constructed in Section 3.2.5 allow model
verification to be performed, we simulated one path from (3.4.4) and computed
θ̂EM and θ̂CS and computed the uniform residuals based on each of the esti-
mates. The residuals were computed using the 1.5 strong Taylor scheme (Ap-
pendix B) with L′ = 100 trajectories and M ′ = 50 intermediate time-steps.
Figure 3.3 shows the empirical distribution functions and the autocorrelation
functions for the resulting residuals. The figure shows that the residuals con-
structed using θ̂EM are not uniformly distributed and are not completely un-
correlated, indicating a deviation of θ̂EM from the true value of θ. On the other
hand, the residuals computed from θ̂CS are indeed uniformly distributed and
do not exhibit autocorrelations.
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Figure 3.3: Uniform residuals. Shown are the autocorrelation functions (a)
and the empirical cumulative distribution functions (CDF) (b) of the uniform
residuals constructed using the Euler-Maruyama and consistent estimates.

3.4 Application to spontaneous electrical hip-
pocampal activity in vitro

3.4.1 Recordings and pre-processing

Electrical processes in hippocampus play an important role in memory formation
[97] and they are known to be altered by Alzheimers disease [96] and schizophre-
nia [49]. We fitted Langevin equations to local field potentials recorded from
hippocampal slices from eight widely studied inbred mouse strains (129S1SvImJ,
A/J, Balb/cByJ, C3H/HeJ, C57Bl6/J, DBA/2J, FVB/NJ and NOD/LtJ), which
are known to be different in many behavioral, physiological [94] and neurophys-
iological traits [48]. For a complete description of the data see [48]. In short,
mice were decapitated at postnatal day 13-15 and horizontal slices from the
ventral hippocampus were cut and placed in the recording units that contained
ice-cold artificial cerebrospinal fluid. Brain cells stay alive in this condition and
hippocampal slice activity has characteristics comparable with activity mea-
sured in the intact hippocampus [14, 67]. In the recording unit, spontaneous
local field potentials were recorded at 200 Hz using an 8-by-8 multi-electrode
grid with 200 µm inter-electrode spacing. In all recordings, four deficient chan-
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nels were removed leaving 60 channels for analysis. The time series were filtered
between 2 and 99 Hertz with a 4-th order zero-phase Butterworth filter. Line
noise was removed by applying a bandstop filter of the same type between 45
and 55 Hz.

3.4.2 Model selection and assessment

From each of the eight mouse lines we randomly selected one mouse and for each
of the eight mice, we randomly selected one of the 60 electrodes. We scaled the
eight resulting time series to unit variance and selected, fitted, and assessed
Langevin models to them. The nonparametric estimators defined in Section
3.2.2 suggested that a linear drift function and parabolic squared diffusion func-
tion would fit the data. This lead us to fit the Langevin equation (3.4.4), which
we subsequently also used for theoretical investigation (see Section 3.3).

For each of the eight selected time series we estimated θ = (θ1, θ2, θ3, θ4). As
mentioned in Section 3.3.1 we refer to θ1, θ2, θ3, and θ4 as damping, noise in-
tensity, asymmetry, and parabolicity, respectively. The resulting estimates are
listed in Table 1. Figures 3.4 and 3.5 show the estimated drift and squared diffu-
sion functions, respectively, together with their 95% confidence intervals. As can
be inferred from the shapes of the confidence bounds (or be seen from Table 1)
the estimated damping and noise intensity are always significantly positive; the
estimated asymmetry tends to be different from zero but is only significantly
different from zero for one of the time series; and the estimated parabolicity
is always positive and significantly positive for three of the eight time series.
Thus, the fits show that the stochastic fluctuations in the time series may be
multiplicative, at least in a number of subjects. In particular, these time series
cannot adequately be modeled by Ornstein-Uhlenbeck processes (θ3 = θ4 = 0).
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damping noise intensity asymmetry parabolicity
220.0 ± 11.4 400.3 ± 38.6 17.1 ± 24.0 39.6 ± 28.6
220.6 ± 11.2 428.0 ± 42.6 11.5 ± 24.3 12.7 ± 30.8
260.0 ± 14.0 494.3 ± 58.0 2.3 ± 32.7 25.5 ± 44.7
183.4 ± 9.0 363.5 ± 30.3 12.9 ± 18.0 3.6 ± 20.3
214.1 ± 10.9 411.3 ± 39.2 -7.2 ± 23.0 16.6 ± 28.1
197.2 ± 9.9 374.1 ± 32.6 -14.9 ± 20.2 19.2 ± 22.9
172.4 ± 8.5 325.5 ± 25.1 31.2 ± 16.9 16.9 ± 17.0
137.9 ± 6.9 262.9 ± 17.9 6.7 ± 11.6 12.1 ± 11.5

Table 3.1: Listed are the parameter estimates for the eight selected signals,
together with the corresponding marginal 95% confidence bounds.

Figure 3.4: Drift functions. The figure shows the estimated drift functions for
the eight selected signals (a)-(h), together with their 95% confidence intervals.
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Figure 3.5: Diffusion functions. The figure shows the estimated squared dif-
fusion functions for the eight selected signals (a)-(h), together with their 95%
confidence intervals.

Figures 3.6 and 3.7 show the empirical distribution functions and autocorrelation
functions of the uniform residuals, respectively, which were computed using L’ =
100 simulated trajectories and M’ = 50 intermediate time-steps. As Figure 3.6
shows, the uniform residuals can indeed be regarded as a sample from a uniform
distribution. Furthermore, their autocorrelations deviate only little from zero.

Figure 3.6: Empirical distribution functions. Shown are the empirical cumula-
tive distribution functions (CDF) of the uniform residuals for the eight selected
signals (a)-(h).
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Figure 3.7: Autocorrelation functions. Shown are the autocorrelation functions
of the uniform residuals for the eight selected signals (a)-(h).

Figure 3.8 shows the observed data distributions, together with the recon-
structed data distributions based on the fitted models. We see that the model
provides a reasonable account for the observed data distributions. Taken to-
gether, Figures 3.6, 3.7, and 3.8 show that the proposed model is a reasonable
first approximation of the data’s dynamics. Further analysis (not shown) shows
that the results on the eight selected time series are representative for the total
data-set.
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Figure 3.8: Observed and reconstructed data distributions. Shown are the ob-
served data distributions of the eight selected signals (a)-(h) (solid lines), to-
gether with reconstructions based on the fitted models (dashed lines).

3.4.3 Asymmetry parameter reveals current dipoles

For 10 mice per strain we fitted the Langevin equation (3.4.4) to the recording
at every of the 60 electrodes. We also computed the variance of each time series,
thus obtaining five characteristics per electrode per slice. Figures 3.9(a) shows
the spatial profiles of the variance and the estimated parameters for three differ-
ent hippocampal slices. In these examples, the variance and damping have uni-
modal spatial profiles and are negatively correlated over electrodes. In all three
slices, the asymmetry has a bimodal distribution with negative and positive
values. Field potentials recorded from within the region with positive asymme-
try contain larger fluctuations for positive states, and likewise, field potentials
recorded from within the region with negative asymmetry contain larger fluc-
tuations for negative states. Figure 3.9(b) shows two field potentials recorded
from these respective regions. The positive and negative state-dependence in the
fluctuations is clearly visible. Closer examination reveals that these asymmetric
fluctuations are strongly correlated between the two regions (see Figure 3.9(c)),
whereas the other (additive) fluctuations are uncorrelated. It is likely that these
correlated fluctuations are caused by an underlying sink-source pair creating a
current dipole [72]. The location of this dipole as suggested by the topography
of the asymmetry coincides with the location of a dipole generating oscillations
in these slices [67]. It is known that during oscillations, the potentials recorded
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from the different ends of the dipole are strongly negatively correlated. Our
findings therefore, suggest that the asymmetric fluctuations are due to short
bursts of neuronal activity, generated by an underlying current dipole. Impor-
tantly, this source of activity is not detected by standard current sink-source
analysis [72] (results not shown). The above observations were present in about
40% of the slices. As is clear from Figure 3.9(a), the orientation of the dipole
is different for different slices, but always perpendicular to the cell bodies of
pyramidal cells (indicated by the inner black contour). This is consistent with
the location of current dipoles known to generate oscillations.

Figure 3.9: Spatial distribution of model parameters for three experiments. (a)
The rows correspond to three different experiments. First column: Photographic
images of hippocampal slices with schematic representation of the recording
electrodes (black dots). Column 2-6: Interpolated images of 60 values of the
variance (column 2) and parameter values (column 3-6). In (b) one signal with
positive asymmetry and one with negative asymmetry from the same experiment
are plotted. In (c) a part of (b) is magnified, illustrating the negative correlation
between asymmetric fluctuations.
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3.4.4 Anatomical specificity of model parameters

In order to compare the spatial distribution of the parameters between experi-
ments, the electrodes where classified into nine main hippocampal subregions.
For each of the four parameters, we computed one summary value per subregion
by taking the mean of the estimated parameters of the electrodes in the subre-
gions over all datasets. We also computed the spatial profile of the time series’
variances. The results are summarized in Figure 3.10. Notice that each param-
eter has a unique spatial profile. For each parameter, we tested for differences
between the nine subregions using paired t-tests. We found that the damping is
lower in region 1 than in other regions (p < 10−7), the noise intensity is highest
in region 2 (p < 10−2), the asymmetry is highest in region 1 (p < 10−4), and the
parabolicity in regions 1,2,4, and 5 (p < 10−4). Since the bimodal distribution
of the asymmetry was only found in about 40% of the slices, and with changing
orientation, they are not visible on the group level.
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Figure 3.10: Spatial distribution of model parameters. For each of the nine hip-
pocampal subregions, the means across all experiments are shown as bars with
their 95% confidence intervals ((a),(c),(e),(g),(i)) and color coded in the hip-
pocampal map ((b),(d),(f),(h),(j)) the variance ((a), (b)), damping ((c), (d)),
noise intensity ((e), (f)), asymmetry ((g), (h)), and parabolicity ((i), (j)) param-
eters. Paired t-tests showed significant differences between hippocampal regions
for each parameter (see Results).

In general, the variance of a time series generated via the Langevin equation de-
pends on all four parameters. A formula for this dependence however, is hard to
derive. However, since in our data, θ3 and θ4 are small as compared to θ1 and θ2
(see Figure 3.10) we can neglect their influence and approximate the variance by
θ22/2θ2 (which is the variance of the Ornstein-Uhlenbeck process with damping
θ1 and noise intensity θ2). Figure 3.10 shows that over regions, there is a strong
(positive) correlation between the variance and θ1 (the damping) and a weaker
(negative) correlation with θ2 (the noise intensity). These observations show
that variance differences over hippocampal regions are mainly deterministic in
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nature.

3.4.5 Heritability of model parameters

The observed value of a trait from a single slice and a single animal is the result
of both genetic and environmental influences. To investigate the extent to which
a trait is influenced by genetic factors, we may estimate its heritability. The
heritability of a trait is a measure for the proportion of the total variance of
the trait that is caused by genetic variation. The remainder of the variance is
assumed to be due to environmental factors. For inbred strains the heritability
h2 of a trait is defined as

h2 =
σ2
G/2

σ2
G/2 + σ2

E

, (3.19)

where σ2
G is the component of variance between strains and σ2

E is the compo-
nent of variance within strains [41]. The value of h2 ranges between 0 and 1,
where 0 means no genetic contribution to the trait, and 1 means that the trait is
controlled only by genetic factors. We estimated heritability as described in [48].

We estimated the heritability of five different traits, derived from the variance
of the field potentials, and the four parameters of the diffusion (3.4.4). In fact,
for each mouse we fitted the diffusion to 60 electrodes, giving potentially 60
variances and 60× 4 parameters. We reduced these to five traits as follows. For
the variance, noise intensity and parabolicity we chose the maximum over all
electrodes, because the spatial distributions of these parameters show a clear
maximum (see Figure 3.9). Likewise, since the spatial distribution of the damp-
ing shows a clear minimum, we chose the minimum of the damping over all
electrodes. The spatial distribution of the asymmetry is bimodal. Taking the
maximum or minimum over all electrodes yielded similar results. Figure 3.11
lists the means of the traits per mouse strain, together with their upper 95%
confidence bounds, and the estimated heritabilities.
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Figure 3.11: Parameter variability among mouse strains. For the variance (a)
and each of the model parameters ((b)-(e)), the means (bars) and (upper) 95%
confidence intervals for the means are shown for each mouse strain. On the
right hand side, the corresponding p-values of ANOVA and heritability scores
(h2) are listed.

The asymmetry has the largest heritability (0.17%). This suggests that proper-
ties of the recorded field potentials captured by the asymmetry parameter are
substantially influenced by genetic factors. Notice that the heritability of the
asymmetry in the field potentials is larger than the heritability of their variance
(0.11%) This is interesting because the variance is a property of the recorded
signals that is often used for characterization, while asymmetry in the diffusion
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term of a Langevin model is a novel way of characterizing the recorded signals.

3.5 Conclusions

In this study we compared a consistent estimation method for drift and diffusion
functions [5] with a method that results from making first-order approximations
to the transition densities. As our simulations have shown, for the sampling fre-
quency considered, the consistent method is applicable whereas the first-order
method yields highly biased estimates. Although we did not show it through
simulations, when the sampling period gets larger, the first-order estimator gets
more biased while the consistent estimator stays consistent. Therefore, in prac-
tical applications, first-order methods can only safely be used when sampling
frequencies are high enough. How high they should be depends on the detailed
dynamics of the system under consideration and is often hard to determine be-
forehand. Therefore, in general it is safer to make use of consistent estimation
methods that are applicable for all sampling frequencies.

Concerning our application to hippocampal local field potentials, we can draw
a number of conclusions and speculate about possible physiological implica-
tions. First, the recorded field potentials can be described by linearly damped
Langevin equations with parabolic diffusion, which we assessed by inspecting
appropriately defined residuals. It is interesting to mention that in [83] it was
found that local field potentials recorded from human temporal lobe under phys-
iological conditions can be described by the same model. In [16] is it derived
that the population activity of leaky integrate-and-fire cells in the meanfield
approximation is given by an Ornstein-Uhlenbeck process. In this process, the
damping corresponds to the reciprocal of the time-constant defining the resistor-
capacitor circuit of the integrate-and-fire cells. Moreover, the diffusion constant
- which equals the noise intensity in our study - is proportional to the variance
in the spike-trains arriving at the cells. This gives a physiological interpretation
of both the damping and the noise intensity. The other two parameters, namely,
asymmetry and parabolicity, might be related to stochastic network properties
of the cell populations and point towards deviations from the statistics of leaky
integrate-and-fire models with Poisson spike-trains. However, a more detailed
analysis of the physiological interpretation of the multiplicative structure of the
field potential recordings analyzed in this study requires the use of computa-
tional models on the cellular level and is beyond the scope of this study.
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Next, each of the model parameters differed significantly across hippocampal re-
gions. In particular, we found a strong correlation between variance and damp-
ing, and a weaker correlation between variance and the diffusion parameters.
Thus, variance differences across hippocampal regions are mainly deterministic
in nature. The anatomical specificity of the model parameters is an indication
that they indeed capture physiologically relevant features of the underlying cir-
cuits, and is in line with the diversity of hippocampal neurons and their firing
properties [52]. In view of the above physiological interpretation of the drift
and diffusion parameters, the strong negative correlation between variance and
damping over regions, suggests that the strength of the field potentials is mainly
correlated with intrinsic neuronal properties and to a lesser extent by network
properties. A suggestion that is consistent with the simulation study performed
in [18].

In about 40% of the analyzed hippocampal slices, the asymmetry in the dif-
fusion pointed towards an underlying active current dipole. Importantly, these
dipoles could not be detected by solely inspecting the variance of the time series
nor by performing standard sink-source detection analysis. Most likely this is
due to the short time interval in which the dipoles are active. Many dipoles are
observed in hippocampus in vivo [74]. In slice preparations however, maximally
two different dipoles seem to stay intact and these always have been associated
with oscillating potentials [67]. To our knowledge, these dipoles have never been
identified under non-oscillatory conditions like in our study.

Finally, the genetically different mouse strains differed significantly in all four
model parameters, which shows that the physiological properties reflected by
the parameters are influenced by (combinations of) genes. We found that the
asymmetry in the diffusion has the largest heritability (0.17%), larger than the
heritability of the variance (0.11%). Mouse strains with a high (absolute) asym-
metry have more active current dipoles, which may have consequences at higher
levels of brain function. The available data do not allow us to verify this hypoth-
esis. In conclusion, from the findings in this study we may draw the conclusion
that the proposed Langevin equations are suitable to model the dynamics of
the analyzed mouse hippocampal local field potentials in vitro and that they
capture biologically relevant aspects of these data.
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3.6 Appendices

3.6.1 Numerical simulation scheme of the parabolic diffu-
sion process

In the simulations of the parabolic diffusion process (23) we used the 1.5 strong
Taylor numerical scheme [53]. Suppressing the state-dependence of the drift
and diffusion functions b and σ and writing b′ and σ′ for their derivatives with
respect to the state, the 1.5 strong Taylor scheme has the form:

X(n+1)∆ = Xn∆ + b∆ + σξ1 +
1
2
σσ′
(
ξ21 −∆

)
+ b′σξ2 +

1
2
(
bb′ +

1
2
σ2b′′

)
∆2

+
(
bσ′ +

1
2
σ2σ′′

)(
ξ1∆− ξ2

)
+

1
2
(
σ(σσ′′ + (σ′)2

)(1
3
ξ21 −∆

)
ξ1,

where ∆ is the sampling period and (ξ1, ξ2) is a 2-dimensional Gaussian variable
with mean zero and covariance matrix Σξ given by

Σξ =
(

∆ 1
2∆2

1
2∆2 1

3∆3

)
,

which are obtained by the transformation ξ = Tη with η = (η1, η2) independent
standard Gaussian variables and

T =
√

∆
(

1 0
1
2∆ 1

2
√

3
∆

)
.

3.6.2 Conditional mean and variance of the parabolic dif-
fusion process

To derive the conditional mean m1(x) and variance m2(x) of the diffusion pro-
cess from (23) we use (5). Taking f(x) = x we find that πtf(x) satisfies the
linear differential equation

∂tπtf(x) = −θ1πtf(x).

Noticing that m1(x) = π∆f(x) and solving the differential equation we obtain
(24). Taking f(x) = x2 we find that πtf(x) satisfies the linear differential
equation

∂tπtf(x) = (θ4 − 2θ1)πtf(x) + θ2 + θ3xe
−θ1t,
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from which we obtain

πtf(x) =
θ2

2θ1 − θ4
+ Ce(θ4−2θ1)t +

θ3x

θ1 − θ4
e−θ1t,

for certain constant C ∈ R. Since m2(x) = π∆f(x)−m1(x)2 we get

m2(x) = −x2e−2θ1∆ +
θ2

2θ1 − θ4
+ Ce(θ4−2θ1)∆ +

θ3x

θ1 − θ4
e−θ1∆.

Substituting ∆ = 0 in the previous equation gives

C = x2 − θ2
2θ1 − θ4

− θ3x

θ1 − θ4
,

from which we obtain (25).
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Chapter 4

Dynamics underlying
spontaneous human alpha
oscillations: a data-driven
approach

Adapted from: Hindriks, R., Bijma, F., van Dijk, B.W., van der Werf, Y.D.,
van Someren, E.J.W., van der Vaart, A.W.: Dynamics underlying spontaneous
human alpha oscillations: a data-driven approach, submitted.

4.1 Introduction

There exist two main approaches to investigate the dynamics underlying spon-
taneous EEG/MEG oscillation. The first is the physiological, bottom-up ap-
proach, in which biophysically detailed models are derived and their dynamics
are compared to the dynamics observed in EEG/MEG measurements [23], [64].
The second approach is the data-driven, top-down approach, in which empirical
dynamical models are directly fitted to the data. While the physiological models
used in the bottom-up approach are ever more refined [16], the empirical mod-
els used in the data-driven approach are currently almost exclusively limited to
discrete-time (linear) models [11].
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The main drawback of discrete-time models is that the model parameters de-
pend on the sampling frequency of the data. As a consequence, the results of
different studies cannot be directly compared. Also, since the model parame-
ters depend on the sampling frequency of the data, it is difficult to interpret
them in term of the underlying physiology, which troubles the interpretation of
experimental results. Moreover, it makes it difficult to relate the fitted models
to computational models that explain the data in terms of physiological proper-
ties of the underlying neuronal circuitry [16]. Another drawback of discrete-time
models is that they generally contain more parameters than the continuous-time
models that describe the same system. In this sense, discrete-time models can
be regarded as discretizations of continuous-time models that are easier to work
with from a mathematical viewpoint, but are less elegant and more difficult to
interpret than the corresponding continuous-time models.

This study is concerned with the use of stochastic differential equations for
modeling spontaneous EEG/MEG oscillations. The use of stochastic differen-
tial equations for modeling the dynamics of neurophysiological time-series is
relatively recent. To our knowledge, the existing applications are limited to,
epileptic electrocorticograms [57], [83], intracellular recordings in rat auditory
cortex [17], and in vitro field potential recordings in mouse hippocampus [44].
All models mentioned above however, have one-dimensional state-variables (and
have no delays) and are therefore unable to display oscillatory behavior. To
model oscillations, a broader class of models should be taken into account.

This study focuses on general second-order stochastic differential equations. Af-
ter providing the relevant mathematical background, we describe how to obtain
appropriate model parametrizations for given data-sets. We then focus on a
particular equation, namely, the damped harmonic oscillator, driven by white
noise, describe its dynamics, and propose a method to estimate its parameters
from data. Through simulations we demonstrate that the proposed estimation
method outperforms a commonly used method. We apply the methodology to
spontaneous MEG alpha oscillations recorded from healthy subjects and early-
stage Alzheimer patients. The results demonstrate that the dynamics of spon-
taneous alpha oscillations can be described by the damped harmonic oscillator,
driven by white noise. The derived model is able to reconstruct the autocorrela-
tions observed in spontaneous alpha oscillations. The methodology also reveals
that observed differences in alpha power across conditions can be associated
with different changes in model parameters.
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4.2 Materials and methods

4.2.1 Second-order stochastic differential equations

A first-order differential equation is an equation of the form

dxt
dt

= f(xt),

where xt ∈ R is the state-variable and the map f : R → R governs the dynamics
of xt. First-order differential equations cannot display oscillations; starting from
an initial value, the state-variable can only relax back to an equilibrium value
called a (stable) fixed-point. When the dynamics are allowed to depend on xt as
well as on its rate-of-change dxt/dt of xt, one obtains a second-order differential
equation, which has the general form

d2xt
dt2

= b(xt,
dxt
dt

). (4.1)

In this equation, the dynamics of xt are governed by the map b : R2 → R.
Depending on the form of b, second-order differential equations can display os-
cillations. In this study we restrict our attention to second-order differential
equations. We will, however, allow the dynamics of xt to be perturbed by
white-noise, which leads to a second-order stochastic differential equation.

Let ξt denote white-noise and let σ > 0 denote the strength with which ξt
perturbs the dynamical system (4.1). We allow σ to depend on the state xt
as well as on its rate-of-change dxt/dt. Thus σ : R2 → [0,∞). The perturbed
dynamical system is governed by the following equation:

d2xt
dt2

= b(xt,
dxt
dt

) + σ(xt,
dxt
dt

)ξt, (4.2)

which is the general form of a second-order stochastic differential equation. We
will refer to b and σ as the drift and diffusion functions of (4.2), respectively.
If we interpret x and v as the position and velocity, respectively, of a particle
in a force field, then the drift function b(x, v) and diffusion function σ(x, v) can
be identified with the deterministic and stochastic parts of the force, respec-
tively. Thus, the force can be decomposed into a deterministic part b(x, v) that
governs the local drift of the particle and a stochastic part σ(x, v) that governs
the local strength of diffusion of the particle. It is important to note that since
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the white-noise ξt has no autocorrelations, it is physically not realizable; every
physical process possesses autocorrelations when looked at closely enough. The
white-noise ξt is an idealization that reflects the assumption that the typical
timescale of the stochastic fluctuations perturbing (4.1) is much smaller than
the typical timescale of the deterministic dynamics of (4.1).

Mathematically, (4.2) is not well-defined; since ξt is nowhere continuous, dxt/dt
cannot be differentiated, so formally d2xt/dt

2 is undefined. Equation (4.2)
should be regarded as a short-hand notation for

dxt = vtdt, (4.3)
dvt = b(xt, vt)dt+ σ(xt, vt)dBt, (4.4)

where Bt denotes standard Brownian motion. Hence, ξt can be viewed as the
”derivative” of Brownian motion. Equations (4.3) and (4.4) on their part are a
short-hand notation for the following integral equations:

xt = x0 +
∫ t

0

vsds, (4.5)

vt = v0 +
∫ t

0

b(xs, vs)ds+
∫ t

0

σ(xs, vs)dBs, (4.6)

where x0 and v0 are initial values for xt and vt, respectively, at t = 0 and where
the last integral in (4.6) is the Itô integral with respect to Brownian motion Bt
[79]. To recapitulate, the precise mathematical meaning of Equation (4.2) (and
of (4.3) and (4.3)) is given by (4.5) and (4.6).

4.2.2 Parametrization of drift and diffusion functions

Suppose that we record a time-series X1, X2, · · · , Xn with sampling period
∆ > 0 from the dynamical system (4.2) and we aim to estimate the unknown
functions b and σ2. The first step is to select an appropriate parametrization for
b and σ2. We do this by visually inspecting non-parametric estimates of b and
σ2. The non-parametric estimators we use are based on the Euler-Maruyama
approximation of the dynamics of (4.2) [53]. The Euler-Maruyama approxima-
tion of (4.2) is given by the following difference equations:

Xi+1 = Xi + ∆Vi,

Vi+1 = Vi + ∆b(Xi, Vi) +
√

∆σ(Xi, Vi)ηi,
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where η1, · · · , ηn−1 are independent standard normal variables. Notice that
in the above equations, the rate-of-change vt of xt (which we assume to be
unobservable) is approximated by the variable Vn+1 = (Xn+1 −Xn)/∆. Non-
parametric estimators b̂EM and σ̂2

EM of b and σ2 respectively, are defined per
tile [x, x+ ε)× [v, v + ε) of width ε on (x, v)-space by

b̂EM (x, v) =
1

∆Kx,v

n−1∑
i=1

(Vi+1 − Vi)Iε(x,v)(Xi, Vi), (4.7)

and

σ̂2
EM (x, v) =

1
∆Kx,v

n−1∑
i=1

(
Vi+1 − Vi −∆b̂EM (Xi, Vi)

)2Iε(x,v)(Xi, Vi), (4.8)

where Iε(x,v) denotes the indicator function of the tile [x, x+ ε)× [v, v + ε) and

Kx,v =
n−1∑
j=1

Iε(x,v)(Xj , Vj)

denotes the number of samples in [x, x + ε) × [v, v + ε). By plotting b̂EM and
σ̂2
EM as a function of the tile centers, appropriate parametrizations bα and σ2

β ,
α ∈ Rp and β ∈ Rq, of b and σ2, respectively, can be selected.

We write the unknown parameter vector as θ = (α, β) ∈ Rp+q. A simple
estimate θ̂EM of θ can be constructed by estimating α and β separately in the
following way. First α is estimated by fitting the surface bα (in a least squares
sense) through the set of points (Xi, Vi, (Vi+1−Vi)/∆), i = 1, · · · , n−1. Subse-
quently, β is estimated by fitting the surface σ2

β (in a least squares sense) through
the set of points (Xi, Vi, (Vi+1−Vi−∆bα̂(Xi, Vi))/∆) for i = 1, · · · , n− 1. This
is the approach proposed in [32]. Unfortunately, as will be shown in Section
4.2.4, the estimator θ̂EM is biased. The bias is caused by the Euler-Maruyama
approximation, which is only a reasonable approximation of the continuous-
time dynamics if the sampling period ∆ is small. To construct an estimator
that is accurate even for low sampling periods, we have to rely on other es-
timation methods. The appropriate method however, depends on the specific
parametrizations of b and σ2 obtained above. In Section 4.3.2 we show that for
spontaneous MEG oscillations, b can be modeled by a second-order stochastic
differential equation in which b is linear; b(x, v) = −ω2x− γv with γ > 0 and σ
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is constant; σ(x, v) = σ. Such a system is called a damped harmonic oscillator
that is driven with white-noise. In this study therefore, we will focus on the
construction of an estimator for the parameter θ = (ω, γ, σ) from time-series
recorded from the x-coordinate of the noise-driven damped harmonic oscilla-
tor. We will first analyze the dynamics of the noise-driven damped harmonic
oscillator, and derive the statistical properties of time-series recorded from it.

4.2.3 Linearly damped harmonic oscillations

A system with linear b is called a linearly damped harmonic oscillator. If we
assume in addition that σ2 is constant, its dynamics is governed by

ẍt + γẋt + ω2xt = σξt, (4.9)

where ω > 0 is the intrinsic frequency, γ > 0 the damping rate, and σ ≥ 0
the noise intensity. The general solution of (4.9) is derived in Appendix 4.5.1.
As a special case, consider the situation in which the oscillator is free of noise
(σ = 0). Then, given the initial condition (x0, v0) = (1, 0), the dynamics of xt
is given by

xt =
λ1e

λ2t − λ2e
λ1t

λ1 − λ2
, (4.10)

where λ1,2 = − 1
2γ ±

1
2

√
γ2 − 4ω2 ∈ C. Since γ > 0, the real parts of λ1 and λ2

are negative and xt converges to zero for t→∞. Thus, upon a perturbation of
unit-length in its position (the x-coordinate) at time t = 0, the oscillator displays
a transient of the form (4.10) after which it relaxes back to its equilibrium state
x = 0. If γ < 2ω - which is called the underdamped case - both λ1 and λ2 have
non-zero imaginary parts, which implies that the transient (4.10) is oscillatory.
Specifically, when we define the observable frequency

Ω =
√
ω2 − γ2/4, (4.11)

(which is positive since γ < 2ω), the transient (4.10) can be rewritten as

xt = e−
γ
2 t
[
cos Ωt+

γ

2Ω
sinΩt

]
. (4.12)

Thus the oscillator responds by a transient oscillation of angular frequency Ω
and damping rate γ. Note that γ determines the timescale of the transient re-
sponse (which is measured by 1/γ).
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If σ > 0 so that the oscillator is continuously being perturbed by the fluctua-
tions ξt, the solution at time t is no longer described by a deterministic value xt
but by a probability density. Moreover, for large t, the probability density of xt
becomes independent of t and we say that the oscillator is in steady-state. In
Appendix 4.5.2 it is derived that in steady-state, the probability density of xt is
Gaussian with zero mean, and the autocovariance function c(s) of the process
xt is given by

c(τ) =
σ2

2γω2
e−

γ
2 τ
[
cos Ωτ +

γ

2Ω
sinΩτ

]
. (4.13)

When we record samples from the x-coordinate of the damped harmonic os-
cillator (4.9) under steady-state conditions, we obtain a stationary Gaussian
time-series with zero mean and covariance function c(s). To illustrate the de-
pendence of the statistical properties of the recorded time-series on the model
parameters, we simulated two time-series with equal observable frequencies and
steady-state variances, but with different damping rates. We chose an observ-
able frequency of 10 Hz, a steady-state variance of 1, and damping rates of
γ = 0.5 Hz and γ = 5 Hz, respectively. The simulated time-series are shown
in Figure 4.1. The time-series illustrate that an increase in damping leads to a
decrease in the timescale of autocorrelations.
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Figure 4.1: Damped harmonic oscillations. Shown are two simulated time-series
whose dynamics is governed by Equation (4.9) under steady-state conditions.
The damped oscillations underlying the time-series have equal observable fre-
quencies and variances, but different damping rates, leading to different au-
tocorrelation timescales. (a) damping rate of 0.5 Hz. (b) damping rate of 5
Hz.

4.2.4 Parameter estimation

Again, let X1, ..., Xn be observations of the x-coordinate of the damped har-
monic oscillator (4.9) in steady-state, sampled with period ∆ > 0 (in seconds).
We estimate the unknown parameter θ = (ω, γ, σ) by matching the theoretical
steady-state covariance function cθ(s) (Equation (4.13)) with the sample covari-
ance function ĉ(s) of the observations X1, X2, . . . , Xn. For this, we define a cost
function

f(θ) =
1
M

M∑
m=1

w2
m(cθ(m∆)− ĉ(m∆))2, (4.14)

where M ≥ 0 determines the maximum lag M∆ used for matching the theoreti-
cal and sample covariance functions, and w1, w2, · · · , wM are weights defined by
wm = e−m/M . The parameterM is chosen such that the lagM∆ contains about
ten oscillations. For example, for spontaneous alpha oscillations (which have a
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typical period of about 0.1 sec) sampled with 200 Hz, we choose M = 200.
We denote θ̂GM for the argument θ for which f is minimal and refer to this
estimate as the generalized moments (GM) estimate of θ. The corresponding
autocovariance function is denoted with ĉGM . Minimization of f is performed
using a standard Matlab implementation of the optimization method described
in [56].

Figure 4.2: Comparison of estimation methods. Shown are the Euler-Maruyama
estimates (a) and the generalized moments estimates (b) for 500 simulations
with observation time 30 seconds and sampling frequency 200 Hz. The true
parameter values are indicated by the black horizontal lines.

To assess the performance of the proposed estimation procedure, we simulated
traces of the damped harmonic oscillator (4.9) with θ = (20π, 10, 100) of length
30 seconds and with a sampling frequency of 200 Hz. For every trace we com-
puted the Euler-Maruyama estimates θ̂EM and the generalized moments esti-
mates θ̂GM . The results are shown in Figure 4.2. The figure shows that the
EM-estimates are severely off, whereas the GM-estimates concentrate around
the true parameter values.
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4.3 Results

4.3.1 Recordings and preprocessing

The methodology developed in Section 4.2 was applied to two data sets, which
were both recorded with a 151-channel MEG system with axial gradiometers
(VSM Medtech-CTF Systems, Vancouver, Canada). The first data set was
part of a data set from Integrated Cognition Project Grant 051-04-010 and
was funded by the Netherlands Organization of Scientific Research (NWO),
The Hague and consisted of two-minute recordings from ten healthy subjects
in both eyes-closed and eyes-open resting condition. The data were sampled at
250 Hz. Artifacts were removed semi-automatically using independent compo-
nent analysis [1]. Subsequently, the data were filtered in the alpha band (7-13
Hz) with a 4-th order zero-phase Butterworth filter. Four MEG channels were
excluded from analysis due to bad quality. The second data-set (used before
in [73]) consisted of five-minute recordings of 20 early-stage Alzheimer patients
and 20 age-matched controls. The data were sampled at 313 Hz. We selected
30-second epochs on the basis of the following visually verified criteria: presence
of alpha waves (which indicates that the subjects were awake), the absence of
eye blinks and muscle activity, and the possibility to remove cardiac artifacts.
Cardiac artifacts were removed by subtracting them from the MEG signals using
a template. The template was constructed per MEG channel by averaging the
MEG signal around the recurrence of heartbeats (which were identified using
a simultaneously recorded electrocardiogram). The above criteria resulted in
the selection of 30-second epochs from 11 Alzheimer patients (mean age 68.4,
std 7.1) and 11 controls (mean age 74.3, std 6.3). The data were subsequently
filtered in the alpha band (7-13 Hz) with a 4-th order zero-phase Butterworth
filter. Seven MEG channels were excluded from analysis due to bad quality. In
the sequel, we will refer to these two data sets as data set 1 and data set 2,
respectively.

4.3.2 Parametrization of drift and diffusion functions

The first step in modeling the dynamics within the selected MEG time-series
is to choose an appropriate parametrization of the drift b and squared diffusion
σ2 functions (see equation (4.2)). As described in Section 4.2.2, appropriate
parametrizations are obtained by visually inspecting the non-parametric esti-
mates b̂EM and σ̂2

EM defined in (4.7) and (4.8), respectively. We show the results
on data from a fixed occipital MEG sensor of all ten subjects of data set 1 un-
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der eyes-closed conditions. The results however, are representative for all MEG
channels and both data sets. In Figure 4.3, the estimates b̂EM are plotted. The
figure shows that b̂ is a linear combination of x and v and that its dependence
on both x and v is negative. Based on this observation, we parametrize b by
two positive parameters γ and ω2 as follows:

b(x, v) = −γv − ω2x. (4.15)

Figure 4.3: Non-parametric drift functions. Shown are the non-parametric es-
timates of the drift functions in the alpha band (7-13 Hz) for each of the ten
subjects of data set 1 under eyes-closed conditions. For each subject, the esti-
mated drift functions are normalized to the same range, which is color-coded
by the displayed colorbar.

In Figure 4.4, the estimates σ̂EM are plotted. The figure shows that σ2 can
be considered constant to a good approximation. We therefore parametrize the
diffusion function by a positive constant σ:

σ(x, v) = σ. (4.16)

The second-order stochastic differential equation corresponding to the chosen
parametrizations of drift and diffusion functions is given by (4.9). This means
that we model the spontaneous alpha oscillations in both data sets as realizations
of a damped harmonic oscillator with intrinsic frequency ω, damping rate γ, that
is perturbed by white noise of constant intensity σ.
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Figure 4.4: Non-parametric squared diffusion functions. Shown are the non-
parametric estimates of the squared diffusion functions in the alpha band(7-13
Hz) for each of the ten subjects of data set 1 under eyes-closed conditions. For
each subject, the estimated squared diffusion functions are normalized to the
same range, which is color-coded by the displayed colorbar.

4.3.3 Goodness-of-fit

For the ten time-series selected in the previous section (Data set 1, eyes-closed
condition), we computed the estimate θ̂GM (see Section 4.2.4). In the optimiza-
tion procedure, the observed covariance function ĉ and the theoretical covariance
functions cθ were computed up to lag M = 250. With a sampling frequency of
250 Hz this is equivalent to a maximum lag of one second. Figure 4.5 shows ĉ and
the reconstructed covariance functions ĉGM for each of the ten subjects. As cut-
off for comparing ĉ and ĉGM we chose the maximum lag for which the envelope
of ĉ is decaying. This choice reflects the assumption that the true underlying
autocovariance function c has a decaying envelope. The figure demonstrates
that the model can account for the autocovariance structure of the data. Figure
4.6 shows that the fitted model can also account for the (marginal) densities of
the data.
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Figure 4.5: Observed and reconstructed covariance functions. Shown are the
observed autocovariance functions (black) for each of the ten subjects, together
with their reconstructions (green) based on the estimated model parameters.

What the figure also shows however, is that the observed autocovariance func-
tions and densities contain small but systematic deviations from their recon-
structions. Specifically, the decay of the observed covariance functions deviates
systematically from the exponential decay of the model, and the observed den-
sities are sharply peaked as compared to their reconstructions. To explain these
anomalies, we recall that the MEG data were bandpass filtered. Applying the
same bandpass filter (4-th order zero-phase Butterworth filter in the band 7-13
Hz) to a simulated signal prior to parameter estimation, yielded the fits in Fig-
ure 4.7. The figure shows deviations from the theoretical covariance function
and steady-state density that are identical to the deviations observed in the
data. These deviations therefore, can be entirely explained by the bandpass
filtering. Apart from the systematic deviations due to the filtering, the data
shows no systematic deviations from the model. Important to mention is that
the used bandpass filter had only a small effect on the parameter estimates.
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Figure 4.6: Observed and reconstructed densities. Shown are the observed
(marginal) densities for each of the ten subjects (black), together with the
steady-state densities (black) obtained from the estimated model parameters.

Figure 4.7: Anomalies due to bandpass filtering. Shown are the observed auto-
covariance function (a) and density (b) of a bandpass filtered simulated signal
(black), together with their reconstructions based on the estimated parameters
(green).

95



4.3.4 Parameter differences associated with decreases in
alpha power

Substituting τ = 0 in (4.13) gives the following formula for the steady-state
variance vx of the x-coordinate xt of the damped harmonic oscillator:

vx =
σ2

2γω2
, (4.17)

where again, ω denotes the intrinsic (angular) frequency of the oscillator, γ its
damping rate, and σ the noise intensity. According to (4.17) the steady-state
variance is determined by all three parameters, which implies that a change in
each of the individual parameters can lead to a change in the steady-state vari-
ance of the oscillator. An increase in ω or γ leads to a decrease of vx, and an
increase in σ leads to an increase in vx. It is also possible however, that changes
in parameter values balance each other so that no change in vx is observed.

The power of a time-series is often used to characterize spontaneous EEG and
MEG recordings. Within the context of the damped oscillator model (4.9) the
power of a time-series is an estimate of the variance vx of the oscillator in steady-
state. Since in Section 4.3.3 we have shown that damped harmonic oscillations
are appropriate to model spontaneous MEG alpha oscillations, we can investi-
gate which differences in the values of the model parameters ω, γ, and σ are
associated with observed differences in alpha power between experimental con-
ditions. We note that this is not determined by the model, but is an empirical
question that provides information about the data itself.

In data set 1 we compared the condition ”eyes closed” (EC) with the condi-
tion ”eyes open” (EO). We excluded two of the ten subjects from the analysis
since these did not show a decrease in alpha power in the EO condition as
compared with the EC condition. Moreover, since spontaneous MEG alpha
oscillations are present predominantly above occipital and parietal sensors, we
restricted attention to these sensors. For every subject we fitted the coupled
oscillator model (4.9) to each sensor and averaged the obtained parameter esti-
mates over all sensors. We also computed the channel-averaged power for each
subject. These computations were performed separately for the EC and the
EO condition. The results are shown in Figure 4.8(a),(b),(c),(d). To test for
significant differences in the parameters and power we computed a test-statistic
by taking the difference between the group-averaged values in the EC and in
the EO condition. Under the null hypothesis of no difference, the expectation
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value of the test-statistic is zero. This hypothesis was tested using the following
surrogate distribution of the test-statistic under the null hypothesis. We ran-
domly permuted the labels EC and EO for each subject, after which a value
for the test-statistic under the null hypothesis was computed. By repeating
this procedure 10000 times a surrogate distribution of the test-statistic under
the null hypothesis was obtained. p-values were computed as two times the
fraction of surrogate values that were more extreme that the observed value of
the test-statistic. The data showed a decrease in alpha power (p = 0.006) in
the EO condition as compared to the EC condition (a phenomenon known as
alpha attenuation). Moreover, the data showed an increase in damping rate
(p = 0.048) and an increase in noise intensity (p = 0.000). Thus, in data set
1, reduction of alpha power is associated with an increase in two of the three
model parameters (damping rate and noise intensity). In data-set 2 we com-
pared the control group (CO) with the group of early-stage Alzheimer patients
(AD). Again, we restricted analysis to the occipital and parietal sensors. The
same analysis as performed on data set 1 resulted in Figure 4.8(e),(f),(g),(h).
We found a decrease in alpha power (p = 0.0494), which is a known feature of
the alpha oscillations in Alzheimer’s decease (Moretti, 2004), and a decrease in
noise-intensity (p = 0.0578). As figure 4.8(g) shows, there is no evidence for an
increase in damping rate.

Figure 4.8: Channel-averaged parameter estimates. Shown are the channel-
averaged parameter estimates and power for data-set 1 (a,b,c,d) (black = eyes-
closed (EC), grey = eyes-open (EO)), and data-set 2 (e,f,g,h) (black = control
(CO), grey = Alzheimer (AD)).

The above observations hold for parameter estimates that are averaged over the
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occipital and parietal channels. However, Figure 4.9 and 4.10 show that the
findings in data set 1 and data set 2 respectively, can be reproduced on the level
of individual channels. Specifically, in Figure 4.9 we can observe a simultaneous
decrease in alpha power and increase in damping rate and noise intensity and in
Figure 4.10 we can observe a simultaneous decrease in alpha power and increase
in noise intensity.

Figure 4.9: Topographical parameter distributions (data-set 1). Shown are the
channel-averaged topographical scalp distributions of the group-averaged pa-
rameters and power over the MEG channels for the eyes-closed (OC) and eyes-
open (EO) conditions. In the scalp maps, the nose points up and left and right
correspond to left and right in the image. The dark dots at fixed locations
represent the channels removed due to artefacts.
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Figure 4.10: Topographical parameter distributions (data-set 2). Shown are the
channel-averaged topographical scalp distributions of parameter estimates and
power for the control (CO) and early-stage Alzheimer (AD) group. In the scalp
maps, the nose points up and left and right correspond to left and right in the
image. The dark dots at fixed locations represent the channels removed due to
artefacts.

The above analysis shows that power differences in spontaneous MEG alpha
oscillations can be associated with distinct parameter differences and hence
with distinct dynamics of the damped oscillations. Equation (4.13) shows that
an increase in damping rate γ leads to a shortening of the typical time-scale
of the autocorrelations within the time-series. Furthermore, it also leads to a
decrease in the frequency Ω of the oscillations (see (4.11)) and to a change in
the phase of the oscillations (which is determined by the term γ/2Ω). These
last two changes are very small however. Equation (4.13) also shows that a
decrease in noise intensity σ reduces the steady-state variance of the oscillations,
without altering their typical time-scale. For data set 1 this means that the
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observed differences in parameter values are associated with a decreased power
and a shortening of the typical time-scale in the autocorrelations. Thus, in
data set 1, the dynamics of the spontaneous MEG alpha oscillations in the
EO condition are essentially different than the dynamics of these oscillations in
the EC condition. To illustrate this difference, Figure 4.11(a) shows a trace of
spontaneous occipital alpha activity in the EC and EO conditions. Notice that in
the EO condition (relative to the EC condition) apart from a reduction in power,
the typical timescale of the correlations is shortened. In contrast, in data set 2
we found only a difference in noise intensity, which means that the spontaneous
MEG alpha oscillations from early-stage Alzheimer patients have less power as
compared to the alpha oscillations from subjects in the control group, but have
essentially the same dynamics. This is illustrated in Figure 4.11(b) which shows
a trace of spontaneous occipital alpha activity from a patient with early-stage
Alzheimer’s disease and from a subject in the control group. Notice that the
only difference between the two traces is in their power. In particular, the traces
have comparable correlation timescales.

Figure 4.11: Spontaneous occipital alpha oscillations. Shown are traces of spon-
taneous occipital alpha activity. (a) Data set 1, eyes-closed (EC) condition
(black) and eyes-open (EO) condition (blue). The traces are recorded from
the same subject. (b) Data-set 2, healthy control (CO) (black) and early-stage
Alzheimer (AD) (blue). The traces are taken from arbitrary subjects in the OC
and the AD group.
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4.4 Discussion

In this study we have applied second-order stochastic differential equations to
model the dynamics of spontaneous MEG alpha oscillations. We have described
a method to obtain a suitable model and proposed a method to estimate the pa-
rameters from a specific model, namely the damped harmonic oscillator, driven
by white noise. Simulations have demonstrated that the proposed estimation
method outperforms a commonly used method and that it is able to provide
reliable parameter estimates. The application to spontaneous MEG alpha os-
cillations has demonstrated that their dynamics is described by the damped
harmonic oscillator, driven by white-noise. Moreover, this model is able to re-
construct the autocorrelations within the alpha oscillations and in this sense
provides a dynamical interpretation of the observed autocorrelations. We ap-
plied the methodology to two data-sets in which a change in alpha power could
be observed after changing an experimental condition. In the first data-set we
compared the posterior alpha power of healthy subjects recorded under eyes-
closed condition with that recorded under eyes-open condition. In the second
data-set we compared the posterior alpha power of early-stage Alzheimer pa-
tients with age-matched healthy controls, both under eyes-closed condition. In
both data-sets a decrease in posterior alpha power was observed. Model fitting
revealed that the power reductions in the two data-sets are associated with dif-
ferent kinds of dynamical differences. Specifically, while the power reduction in
the early-stage Alzheimer patients is entirely due to a reduction in the strength
of the white-noise perturbing the oscillations, the power reduction upon opening
of the eyes is partly due to a change in the (deterministic) dynamics, namely an
increased damping rate of the oscillations. In terms of the statistics in the data
this means that spontaneous alpha oscillations in early-stage Alzheimer patients
poses the same dynamics as in the aged-matched controls. They differ only in
their variance. In contrast, spontaneous alpha oscillations recorded under eyes-
open condition differ from those recorded under eyes-closed condition not only
by a reduced variance, but also by a shortening of the typical timescale of the
autocorrelations. In sum, this study demonstrates that stochastic differential
equations are able to describe the dynamics of spontaneous MEG alpha oscilla-
tions, that they allow meaningful time-series indices (biomarkers) to be defined
in terms of their parameters, and that they provide a dynamical interpretation
of these indices.

An unsettled issue in EEG/MEG data-analysis is whether spontaneous alpha
oscillations possess fixed-point or limit-cycle dynamics. Intuitively, a system
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with fixed-point dynamics is passive; without an driving input (the noise in our
study) it is inactive. In such a system, oscillations are the result of resonance.
A system with limit-cycle dynamics on the other hand, is an active system; it
displays oscillations irrespective of the presence or absence of a driving input. In
such a system, the driving noise does not cause the oscillations itself put merely
perturbs them, giving rise to variations in the amplitude of the oscillations. The
issue of fixed-point versus limit-cycle dynamics is related to the long-lasting de-
bate concerning the origin of human alpha oscillations, namely, whether they
are intrinsically generated by so-called pacemaker cells or are generated in a
distributed cell population as a result of incoming wideband fluctuations [64],
[62], [63], [101]. These issues are not identical however, as it has been shown
using a computational model of the occipital alpha rhythm [64], that signals gen-
erated according to the latter hypothesis can display both fixed-point as well
as limit-cycle dynamics [36]. Nevertheless, the issue regarding the dynamics of
spontaneous alpha oscillations is intriguing in itself. Although experiments have
shown that the human occipital alpha rhythm can synchronize with stroboscopic
light flashes [30], [69] which suggests that alpha oscillations indeed display limit-
cycle dynamics, the physiological evidence is inconclusive. This study has shown
that the dynamics of spontaneous alpha oscillations is described by a damped
harmonic oscillator, which is an example of a system with fixed-point dynamics
(the (non-parametric) drift function is stable near the fixed-point). This con-
clusion however, is based on the assumption that the dynamics of spontaneous
alpha oscillations satisfies a second-order stochastic differential equation in one
variable. There exist stochastic differential equations in more than one variable
that possess limit-cycle dynamics, and can also reproduce the autocorrelations
observed in EEG oscillations [9], [112]. To settle this question, it remains to
be investigated if their exist stochastic differential equations in more than one
variable, that possess limit-cycle dynamics and when (mistakably) treated as
second-order stochastic differential equation in one-variable, can give rise to a
drift function with fixed point. This mathematical issue is outside the scope
of the present study. Thus, while the present study provides evidence that the
dynamics of spontaneous alpha oscillations do not possess limit-cycle dynamics,
the evidence is inconclusive.

This study has demonstrated that a low dimensional stochastic dynamical model
is able to describe the dynamics of spontaneous MEG alpha oscillations. The
model however, is purely empirical in the sense that its parameters do not have
a physiological interpretation. To provide such an interpretation, one can make
use of computational models that describe the dynamics of the neural circuitry
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giving rise to the recorded MEG signals. Starting from a computational model
of interconnected neurons, one can make a meanfield approximation that re-
duces the high-dimensional dynamical system to a low-dimensional stochastic
differential equation [16], [68]. The parameters appearing in such an equation
are physiological variables that are averaged over the entire neural network. An
example of this approach is given in [16] in which the dynamics of a large num-
ber of interconnected leaky integrate-and-fire neurons is reduced to a stochastic
differential equation in one-variable. Starting from a neural mass or field model
[16] one can derive the autocovariance function (or equivalently, the power spec-
trum) of the steady-state fluctuations by linearizing the dynamics around a sta-
ble fixed-point. In [62] such an analysis is performed for a neural mass model of
the rhythm model [64]. In [75] such an analysis is performed for a more detailed
neural mass model, including inhibitory-inhibitory interactions and spike-rate
adaptation. The derived autocovariance function contains physiological param-
eters that can subsequently be linked to the empirical parameters obtained from
our empirical approach. Establishing a physiological interpretation for the de-
rived empirical parameters will be the focus of subsequent research.

This study has shown that stochastic differential equations can model the dy-
namics of spontaneous MEG alpha oscillations and hence, are a promising class
of models for describing the dynamics of different kinds of neural oscillations.
The class of models used in this study however, has certain limitations. The
most important limitations are that it restricts the dynamics to one variable
and that it models the dynamics of individual neural sources, thereby neglect-
ing possible functional interactions between sources. Therefore, to widen the
applicability of stochastic differential equations to model neural oscillations, the
class of models should be extended to higher dimensions and to include terms
that model that interaction between neural sources.

4.5 Appendices

4.5.1 Solution of the noisy harmonic oscillator

Writing (4) as a two-dimensional system in the coordinates (x, v) we obtain(
dxt
dvt

)
= A

(
xt
vt

)
dt+ σ

(
0
1

)
dBt,
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where

A =
(

0 1
−ω2 −γ

)
,

and Bt is one-dimensional Brownian motion. Using the integrating factor e−At

we find that (
xt
vt

)
= eAt

(
x0

v0

)
+ σ

∫ t

0

eA(t−s)
(

0
1

)
dBs.

Thus (xt, vt)|(x0, v0) ∼ N2(eAt(x0, v0)′,Σt) where Σt denotes the covariance
matrix of the vector

σ

∫ t

0

eA(t−s)
(

0
1

)
dBs

and ′ denotes transposition. Thus the density of (xt, vt) conditional on (x0, v0)
is a 2-dimensional Gaussian with expectation eAt(x0, v0)′ and covariance matrix
Σt.

To compute eAt we compute a basis of eigenvector of A. The eigenvalues λ1

and λ2 of A are given by

λ1,2 = −1
2
γ ± 1

2

√
γ2 − 4ω2.

A basis of eigenvectors of A is given by [e1, e2], where e1 = (1, λ1)′ and e2 =
(1, λ2)′. Let S = (e1, e2) be the matrix with e1 and e2 as its columns. Then

eAt = S

(
eλ1t 0
0 eλ2t

)
S−1 =

1
λ1 − λ2

(
λ1e

λ2t − λ2e
λ1t eλ1t − eλ2t

ω2(eλ2t − eλ1t) λ1e
λ1t − λ2e

λ2t

)
,

where we have used that λ1λ2 = ω2.

To compute Σt we write

σ

∫ t

0

eA(t−s)
(

0
1

)
dBs = σ

∫ t

0

(
eλ1(t−s) − eλ2(t−s)

λ1e
λ1(t−s) − λ2e

λ2(t−s)

)
dBs

=
σ

λ1 − λ2

(
eλ1t −eλ2t

λ1e
λ1t −λ2e

λ2t

)( ∫ t
0
e−λ1sdBs∫ t

0
e−λ2sdBs

)
.

Using the Itô isometry

E[
∫
f(s)dBs

∫
g(s)dBs] =

∫
f(s)g(s)ds,

104



we find that the covariance matrix Σ̃t of the vector (
∫ t
0
e−λ1sdBs,

∫ t
0
e−λ2sdBs)T

is given by

Σ̃t =

(
1

2λ1
(1− e2λ1t) 1

λ1+λ2
(1− e(λ1+λ2)t)

1
λ1+λ2

(1− e(λ1+λ2)t) 1
2λ2

(1− e2λ2t)

)
.

The covariance matrix Σt is now given by

Σt =
σ2

(λ1 − λ2)2

(
eλ1t −e−λ2t

λ1e
λ1t −λ2e

λ2t

)
Σ̃t

(
eλ1t λ1e

λ1t

−e−λ2t −λ2e
λ2t

)
.

Using the explicit solution, we find that the covariance between xt and xt+τ for
t, τ > 0 and conditional on (x0, v0) is given by

Cov(xt, xt+τ ) =

E[(xt −Ext)(xt+τ −Ext+τ )] =
σ2

(λ1 − λ2)2

E
[ ∫ t

0

(eλ1(t−s) − eλ2(t−s))dBs
∫ t+τ

0

(eλ1(t+τ−s) − eλ2(t+τ−s))dBs
]

=

σ2

(λ1 − λ2)2
∑

i,j=1,2

(−1)i+je(λit+λj(t+τ))

∫ t

0

e−(λi+λj)sds =

σ2

(λ1 − λ2)2
∑

i,j=1,2

(−1)i+j

λi + λj
eλjτ

[
e(λi+λj)t − 1

]
.

4.5.2 Steady-state statistics

Since both eigenvalues of the matrix A have negative real part, the condi-
tional expectation E[xt|x0] will converge to zero for t → ∞. Thus, the steady-
state expectation of xt is zero. Moreover, for t → ∞ the covariance function
Cov(xt, xt+τ ) converges to the steady-state covariance function c(τ), which only
depends on τ and, for τ ≥ 0, is given by

c(τ) = − σ2

(λ1 − λ2)2
∑

i,j=1,2

(−1)i+j

λi + λj
eλjτ .
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In particular, the steady-state variance v = c(0) is given by

ν = − σ2

(λ1 − λ2)2
∑

i,j=1,2

(−1)i+j

λi + λj

=
σ2

4ω2 − γ2

λ2(λ1 + λ2) + λ1(λ1 + λ2)− 4λ1λ2

2λ1λ2(λ1 + λ2)

=
σ2

4ω2 − γ2

λ2
1 + λ2

2 − 2λ1λ2

2λ1λ2(λ1 + λ2)

=
σ2

4ω2 − γ2

4ω2 − γ2

2γω2

=
σ2

2γω2
.

If γ < 2ω (the undamped case), the eigenvalues λ1 and λ2 are complex valued
and can be written as

λ1,2 = −γ
2
± iΩ,

where Ω =
√
ω2 − γ2/4 > 0. Note that in this case λ∗1 = λ2 where ∗ denotes

complex conjugation. The covariance function of the equilibrium fluctuations
of xt takes the form

c(τ) = − σ2

(λ1 − λ2)2
∑

i,j=1,2

(−1)i+j

λi + λj
eλjτ

= − σ2

(λ1 − λ2)2
(λ2

2 − λ1λ2)eλ1τ + (λ2
1 − λ1λ2)eλ2τ

2λ1λ2(λ1 + λ2)

= − σ2

(λ1 − λ2)2
(λ2 − λ1)(λ2e

λ1τ − λ1e
λ2τ )

2λ1λ2(λ1 + λ2)

=
σ2

λ1 − λ2

iIm(λ2e
λ1τ )

λ1λ2(λ1 + λ2)

=
σ2iIm

(
(−γ

2 − iΩ)(cos Ωτ + i sinΩτ)
)
e−

γ
2 τ

(λ1 − λ2)λ1λ2(λ1 + λ2)

=
σ2ie−

γ
2 τ
(
− γ

2 sinΩτ − Ω cos Ωτ
)

(λ1 − λ2)λ1λ2(λ1 + λ2)

=
σ2

2γω2
e−

γ
2 τ
(
cos Ωτ +

γ

2Ω
sinΩτ

)
,
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where we have used that λ1λ2 = ω2 and λ1 − λ2 = 2iΩ.
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Chapter 5

Data-driven modeling of
stochastic coupling between
CA3-CA1 hippocampal
field potentials in vitro

5.1 Introduction

Stochastic differential equations [79] are increasingly used to model the dy-
namics of time series recorded from complex physical and biological systems.
Examples include turbulence [26], stock prices [6], traffic dynamics [54], clima-
tological systems [103], [59], the human motor system [108], [109], [32], and the
cardio-respiratory system [4]. Their application to neurophysiological time series
however, is still limited. To our knowledge, the existing applications are limited
to epileptic electrocorticograms [83], [84], [57], intracellular recordings in rat au-
ditory cortex [17], in vitro field potential recordings in mouse hippocampus [44],
and spontaneous human alpha oscillations recorded with magnetoencephalog-
raphy (MEG) [43].

This study provides a first step towards extending the model used in [44] to
the bivariate case. Such an extension allows one to characterize the functional
coupling between neuronal oscillations recorded from separate locations in the
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brain, a phenomenon which receives increasing attention due to its fundamental
role in brain functioning [27]. In general, stochastic dynamical systems can be
coupled through their drift functions and through their diffusion functions. In
the first case the coupling is deterministic in nature, in the second case stochas-
tic. In this study we restrict to modeling the stochastic coupling, which means
that we model the interaction between the noise processes perturbing the sys-
tems and their possible dependence on the states of the systems. We propose a
method to estimate the model parameters from bivariate time series and apply
the proposed method to simultaneously recorded local field potentials from the
CA3 and CA1 regions of mouse hippocampal slices in vitro. The results show
that the dynamics of field potentials recorded from CA3 and CA1 are described
by noise-perturbed harmonic oscillators. Moreover, the stochastic coupling in
the model can succesfully reproduce the crosscovariance functions, or equiva-
lently, the crossspectrum, of the oscillations. In a time-resolved analysis we
show that increase in the power of the oscillations is associated with systematic
changes in the model parameters, allowing a dynamical interpretation of the
observed power increase.

5.2 Materials and methods

5.2.1 Stochastically coupled dynamical systems

We consider two dynamical systems with one-dimensional state-variables x1(t)
and x2(t) whose dynamics are governed by the following second-order stochastic
differential equations:

ẍ1(t) = b1(x1(t), ẋ1(t)) + σ1(x1(t), ẋ1(t), x2(t), ẋ2(t))ξ1(t), (5.1)
ẍ2(t) = b2(x2(t), ẋ2(t)) + σ2(x1(t), ẋ1(t), x2(t), ẋ2(t))ξ2(t), (5.2)

where b1, b2 ⊆ R2 → R describe the deterministic dynamics of x1 and x2,
respectively, σ1, σ2 ⊆ R4 → R describe the state-dependence of the strength
with which the stochastic processes ξ1 and ξ2 perturb the systems’ dynamics.
We refer to b1 and b2 as the drift functions and to σ1 and σ2 as the diffusion
functions. If the diffusion functions σ1 and σ2 are constant, the strength of the
noise does not depend on the state of the system and in this case the noise
is called additive. If the diffusion functions are state-dependent, the noise is
referred to as multiplicative [86]. The stochastic processes ξ1 and ξ2 are assumed
to be zero-mean, unit-variance white-noise processes. Furthermore, ξ1 and ξ2
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are assumed to satisfy

E[ξ1(s)ξ2(t)] =
{
ρ if t = s− τ
0 otherwise, (5.3)

where ρ ∈ [−1, 1] is their correlation coefficient at lag τ ∈ R. Thus, the two
systems are deterministically uncoupled but are driven through correlated and
delayed noise processes. For this reason we refer to the systems described by
(5.1) and (5.2) as stochastically coupled systems.

Although the meaning of (5.1) and (5.2) is intuitively clear, the white-noise
processes ξ1(t) and ξ2(t) are nowhere continuous, hence ẋ1(t) and ẋ2(t) can-
not be differentiated with respect to time. Equations (5.1) and (5.2) should be
regarded as a short-hand notation for the following system of equations:

dx1(t) = v1(t)dt, (5.4)
dv1(t) = b1(x1(t), v1(t))dt+ σ1(x1(t), ẋ1(t), x2(t), ẋ2(t))dB1(t), (5.5)
dx2(t) = v2(t)dt, (5.6)
dv2(t) = b2(x2(t), v2(t))dt+ σ2(x1(t), ẋ1(t), x2(t), ẋ2(t))dB2(t), (5.7)

where B1(t) and B2(t) denote standard Brownian motions that satisfy

B2(t) = ρB1(t− τ) +
√

1− ρ2W (t), (5.8)

for certain ρ ∈ [−1, 1] and τ ∈ R and where B1 andW are independent standard
Brownian motions.

5.2.2 Stochastically coupled damped harmonic oscillations

The first step in fitting the dynamical model given by (5.1) and (5.2) to data
is to parameterize the drift functions b1 and b2 and the diffusion functions σ1

and σ2. In Section 5.3.2 we apply the method described in [43] to local field
potentials recorded from mouse hippocampal slices in vitro. We find that b1
and b2 can be parameterized as follows:

bi(x, v) = −γiv − ω2
i x, (5.9)

where γi > 0, and that the noise is additive, that is, σ1 and σ2 can be approxi-
mated by constants:

σi(x1(t), ẋ1(t), x2(t), ẋ2(t)) = σi,
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for i = 1, 2. This means that the data’s dynamics can be described by the
following stochastically coupled equations:

ẍ1(t) + γ1ẋ1(t) + ω2
1x1(t) = σ1ξ1(t), (5.10)

ẍ2(t) + γ2ẋ2(t) + ω2
2x2(t) = σ2ξ2(t), (5.11)

which described two stochastically coupled damped harmonic oscillators with
intrinsic (angular) frequencies ω1 and ω2, damping rates γ1 and γ2, and diffusion
coefficients σ2

1 and σ2
2 . In Section 5.3.2 we will show that the noise processes ξ1

and ξ2 can indeed be assumed to satisfy (5.3) for certain correlation coefficient
ρ and delay τ .

The general solution to (5.10) and (5.11) is derived in Appendix 5.5.1. For
large times, the system approaches a steady-state in which the dynamics of x1

and x2 are described by zero-mean stationary Gaussian processes with cross-
covariance function c1,2(s) = Cov(x1(t), x2(t+ s)) that is given by

c1,2(s) = ρ
σ1σ2

(λ1 − λ2)(λ3 − λ4)

∑
i=1,2

∑
j=3,4

(−1)i+j

λi + λj
e−λj(s−τ), (5.12)

for s ≥ τ and

c1,2(s) = ρ
σ1σ2

(λ1 − λ2)(λ3 − λ4)

∑
i=1,2

∑
j=3,4

(−1)i+j

λi + λj
e−λi(τ−s), (5.13)

for s ≤ τ where

λ1,2 =
γ1

2
± i
√
ω2

1 − γ2
1/4,

and
λ3,4 =

γ2

2
± i
√
ω2

2 − γ2
2/4,

(Appendix 5.5.2).

A particularly relevant case in this study is when both oscillators are under-
damped, that is, when ω2

1 > γ2
1/4 and ω2

2 > γ2
2/4. In this case, the state

variables x1(t) and x2(t) display oscillatory behavior with frequencies

Ω1 =
√
ω2

1 − γ2
1/4,
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and
Ω2 =

√
ω2

2 − γ2
2/4,

respectively. Moreover, the steady-state crosscovariance function takes the form

c1,2(s) = C
[
cos Ω2(s− τ) + (

γ̄

2Ω2
+

Ω2
1 − Ω2

2

2γ̄Ω2
) sinΩ2(s− τ)

]
e−

γ2
2 (s−τ), (5.14)

for s ≥ τ and

c1,2(s) = C
[
cos Ω1(s− τ) + (

γ̄

2Ω1
+

Ω2
2 − Ω2

1

2γ̄Ω1
) sinΩ1(τ − s)

]
e−

γ1
2 (τ−s), (5.15)

for s ≤ τ , where γ̄ = (γ1 + γ2)/2 is the mean damping and

C = ρ
σ1σ2γ̄

2Ω1Ω2

(Ω1 + Ω2)2 − (Ω1 − Ω2)2

(γ̄2 + (Ω1 + Ω2)2)(γ̄2 + (Ω1 − Ω2)2)
.

(Appendix 5.5.3). Equations (5.14) and (5.15) show that the oscillation fre-
quency and damping for s > τ equal Ω2 and γ2/2 respectively, and the oscilla-
tion frequency and damping for s < τ equal Ω1 and γ1/2 respectively. Because
the system described by (5.10) and (5.11) displays oscillatory dynamics with
well defined frequencies (Ω1 and Ω2) in response to a perturbation, we will refer
to this system as a stochastically coupled (linear) resonator.

To illustrate the dynamical behavior of the stochastically coupled resonators,
we simulated (5.10) and (5.11) with parameters set as follows: ω1 = 9.8 × 2π,
ω2 = 10.2 × 2π, γ1 = 10 and γ2 = 15. Figure 5.1(a) shows the response
of x1 and x2 to a unit perturbation. This means that we start the simulation
with (1, 0, 1, 0) as the initial value for the state-vector (x1(0), ẋ1(0), x2(0), ẋ2(0)).
Figure 5.1(b) shows the steady-state dynamics of x1 and x2 where we have set
σ1 = σ2 = 10, and ρ = 1, and τ = 0. We observe that, although x1 and x2 have
different intrinsic dynamics (intrinsic frequencies and damping rates), the cor-
related stochastic fluctuations are able to overcome these differences, resulting
in coherent oscillations.
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Figure 5.1: Dynamics of stochastically coupled linear resonators. (a) Shown are
the responses of two components (x1 (blue) and x2 (green)) of the stochastically
coupled resonators to a unit perturbation. (b) Steady-state dynamics of x1

(blue) and x2 (green).

5.2.3 Parameter estimation

Let (X(1)
1 , X

(1)
2 ), ..., (X(n)

1 , X
(n)
2 ) be observations of the position variables of the

stochastically coupled resonators (5.10) and (5.11), sampled with period ∆ > 0.
We aim to estimate the unknown parameter vector θ = (ω1, ω2, γ1, γ2, σ1, σ2, ρ, τ).
Since we assume the intrinsic dynamics of x1 and x2 to be uncoupled, the
parameters ω1, γ1, σ1 and ω2, γ2, σ2 can be estimated independently. We esti-
mate them by matching the observed autocovariance functions of X(1)

1 , ..., X
(n)
1

and X(1)
2 , ..., X

(n)
2 respectively, with the theoretical autocovariance function de-

rived from their models. This procedure is described in detail in (Hindriks et.
al., 2010). To estimate (ρ, τ) we match the observed crosscovariance function
ĉ1,2 of (X(1)

1 , X
(1)
2 ), ..., (X(n)

1 , X
(n)
2 ) with the theoretical crosscovariance func-

tion c1,2 from Equation (3). We substitute the already obtained estimates
ω̂1, ω̂2, γ̂1, γ̂2, σ̂1, σ̂2 into c1,2 so that c1,2 becomes a function of ρ and τ only.
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Let us write c1,2 = c
(ρ,τ)
1,2 . We now define the following costfunction:

f(ρ, τ) =
1

2M + 1

M∑
m=−M

w2
m(c1,2(m∆)− ĉ1,2(m∆))2, (5.16)

where M ≥ 0 is the maximum lag and w1 > w2 > · · · > wM are weights,
which are set to wm = e−m/M . Our estimate of (ρ, τ) will be that pair (ρ̂, τ̂)
for which f is minimal. To start the optimization procedure, we use the initial
estimates ρ̂0 and τ̂0 of ρ and τ , respectively, which are defined as the maximum
of the normalized sample crosscorrelation function and its location, respectively.

To assess the performance of the proposed estimation procedure for ρ and
τ , we simulated 100 time series from (5.10) and (5.11) with the parameter
θ = (ω1, ω2, γ1, γ2, σ1, σ2, ρ, τ) set to θ = (9.2×2π, 10.2×2π, 10, 20, 10, 10, 0.5, 5).
The observation period of the simulated time series was 30 seconds and ∆ =
1/200, which corresponds to a sampling frequency of 200 Hz. The results are
displayed in Figure 5.2. As the figure shows, the method generates acceptable
estimates of ρ and τ .

Figure 5.2: Parameter estimates. Shown are the estimates (black dots) of the
correlation coefficient ρ (a) and the delay τ (b). The true values are shown as
black horizontal lines.
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5.3 Results

5.3.1 Recordings and preprocessing

We performed a pilot study on local field potentials from mouse hippocampal
slices in vitro. To obtain the field potentials, mice were decapitated at postna-
tal day 13-15 and horizontal slices from the ventral hippocampus were cut and
placed in the recording units that contained ice-cold artificial cerebrospinal fluid.
Brain cells stay alive in this condition and hippocampal slice activity has char-
acteristics comparable with activity measured in the intact hippocampus [14],
[67]. In the recording unit, spontaneous local field potentials were recorded at
200 Hz using an 8-by-8 multi-electrode grid with 200 µ inter-electrode spacing.
We focus on the recordings during the wash-in period of the GABA agonist car-
bachol. In the absence of carbachol the field potentials do not show oscillatory
behavior, whereas after the wash-in period the field potentials display fullblown
and robust oscillations. The wash-in period itself is characterized by transient
dynamics, in which the power and spectral content of the field potentials is
highly variable. The initial data set consisted of recordings of 20 genetically
identical mice. For analysis, we selected the field potentials originating from
the apical dendrites of the CA3 and CA1 pyramidal cells. Assessment of the
proposed model for capturing the dynamics of the local field potentials was per-
formed on all 20 bivariate data sets (see Section 5.3.2), after bandpass filtering
them with a 4-th order Butterworth zero-phase bandpass filter. The filter width
varied over the data sets (and time points within the data set), but was always
within the band [10,30] Hz.

5.3.2 Model assessment

To obtain an appropriate parametrization of the drift and diffusion functions
from (5.1) and (5.2) we apply the method described in [43]. For a given time se-
ries, this method yields non-parametric estimates b̂ and σ̂2 of the drift function
b and the squared diffusion function respectively, appearing in (5.1) and (5.2).
By visual inspection of the function b̂(x, v), an appropriate parametrization of
b can be selected. Since σ̂(x1, v1, x2, v2) cannot be visualized directly, we esti-
mate the six possible two-dimensional projections σ̂(x1, v1), σ̂(x2, v2), σ̂(x1, x2),
σ̂(v1, v2) , σ̂(x1, v2), and σ̂(v1, x2) and make the ansatz that is these projections
are constantm than σ̂(x1, v1, x2, v2) will be constant too. We present the results
on the time series shown in Figure 5.3.
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Figure 5.3: Non-stationary oscillatory activity in CA3 and CA1. Shown are the
time-frequency plots of local field potentials in CA3 (a) and CA1 (b) recorded
from mouse hippocampal slice during the wash-in period. The arrows denote
three time-points which where used to assess the proposed model.

To assess applicability of the parametrization in regimes of different signal am-
plitudes, we selected three time-points (denoted by black arrows in Figure 3)
and computed the non-parametric drift estimates from the one-minute CA3
time series starting in these three points. The results are displayed in Figure
5.4. As Figure 4 shows, the estimated drift functions can be well approximated
by tilted planes through the origin of the (x, v)-plane:

b(x, v) ≈ −γv − ω2x, (5.17)

for certain γ > 0 and ω2. This means that (5.9) is an appropriate parametriza-
tion of the drift functions. Furthermore, nearly all of the two-dimensional pro-
jections of the squared diffusion functions are approximately constant:

σ2(x1, v1, x2, v2) ≈ σ2, (5.18)

and hence we will model the diffusion function be a constant. The above ob-
servations means that we approximate the mutual dynamics of the recorded

116



oscillations by the stochastically coupled damped harmonic oscillators given in
(5.10) and (5.11). Figure 5(a),(c), and (e) show that the sample autocovariance
functions of the field potentials recorded from CA3 and CA1 are well matched
by the steady-state autocovariance function of the model (5.12).

Figure 5.4: Non-parametric drift and projected (squared) diffusion functions.
Shown are the non-parametrically estimates (first column) of the drift functions
for the three selected time-points (the rows) and the six two-dimensional projec-
tions of the estimated (squared) diffusion functions (column 2-7) for the three
selected time-points (the rows).

To assess whether the noise processes ξ1 and ξ2 in (5.1) and (5.2) can indeed
be assumed to have a fixed correlation coefficient ρ and delay τ , we fitted the
stochastically coupled oscillator model given by (5.10) and (5.11) to simultane-
ously recorded field potentials from CA3 and CA1 for the three selected time-
points, and compared the sample crosscovariance functions with the steady-state
crosscovariance functions of the model ((5.14) and (5.15)). As Figure 5.5(b),(d),
and (f) show, the theoretical crosscovariance functions match the observed (sam-
ple) crosscovariance function well.
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Figure 5.5: Observed and theoretical covariances. (a), (c), and (e) show the
observed autocovariance functions (solid lines) of the bandpass filtered field
potentials originating from CA3 (blue) and CA1 (green) for time-points 1, 2,
and 3, respectively. Their theoretical reconstructions based on the estimated
model parameters are shown as dashed lines. (b), (d), and (f) show the observed
crosscovariance functions (solid lines) between the potentials originating from
CA3 and CA1, together with their theoretical reconstructions (dashed lines) for
1, 2, and 3, respectively.

5.3.3 Power dependence of the dynamics of CA3-CA1 os-
cillations

To determine the changes in the models’ dynamics associated with changes in
the power of the local field potentials, we selected one data set in which a gradual
increase in power over time could be observed. Figure 5.6 shows the selected
recording electrodes.

118



Figure 5.6: Hippocampal slice with electrode grid. Shown is a photograph of
a hippocampal slice with on top the recording electrodes (black dots). The
cellbodies are visible as a white contour. The two arrows denote the electrodes
used in the time-resolved analysis.

We estimated the model parameters and the power of the time series on one-
minute segments with 50% overlap. Figure 5.7 shows the estimated model pa-
rameters as a function of the power of the CA3 time series. Since the correlation
between the power in CA3 and CA1 is almost one (0.99) the results are inde-
pendent on the choise for the CA3 power. Figure 5.7 (a) shows that damping
rates of CA3 and CA1 are negatively correlated with power (p = 0.0000). In
terms of the field potentials this means that the typical time-scales within the
CA3 and CA1 field potentials increase with power. Moreover, the damping
rates in CA1 and CA3 are different for low power but become comparable for
high power. Most likely, this coordination is driven by the CA3 pyramidal cells
that mediate their firing via the Schaffer collaterals [22]. Figure 5.7 (b) shows
that the (squared) diffusion constants in CA3 and CA1 are positively correlated
with power (p = 0.0000), reflecting an increase in the strength of stochastic
fluctuations in the field potential with increasing power. Observe that the diffu-
sion constants in CA3 is consistently higher than the diffusion constants in CA3.
Furthermore, the slopes of the power-dependence in CA3 and CA1 are compara-
ble, reflecting a high degree of coordination between the noise processes in CA3
and CA1 field potentials. Figure 5.7 (c) shows a positive correlation between
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power and the correlation coefficient ρ between the two white-noise processes
ξ1 and ξ2 driving the dynamics of the CA3 and CA1 field potentials. Figure
5.7 (d) shows that the lag τ between ξ1 and ξ2 decreases with increasing power.
Moreover, the negative value of τ means that CA3 is leading CA1, consistent
with the known unidirectional anatomical projection (the Schaffer collaterals)
from CA3 to CA1 [22]. Since the speed of axonal propagation is at least 10
m/sec [22], this delay can be neglected, given the distance between CA3 and
CA1 in mouse is less than 1 mm. The observed value of τ most likely represents
the delay within the synapses of CA1 pyramidal cells, which is about 8 msec
(Purves, 2007). The cause of the systematic decrease in τ is not clear however.

Figure 5.7: Model parameters versus signal power. Shown are the time-resolved
estimates of the model parameters ((a) damping rates, (b) diffusion, (c) corre-
lation, (d) lag) as a function of the power of the CA3 oscillation. The circles
and stars correspond to the parameters of the CA3 and CA1 oscillations, re-
spectively.
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5.4 Conclusions

This study has shown that the dynamics of field potentials recorded from CA1
and CA3 of mouse hippocampus in vitro during the wash-in period, is described
by damped harmonic oscillators. This implies that the dynamics is governed by
fixed-point dynamics and not limit-cycle dynamics. Moreover, stochastic mod-
elling of the functional coupling between the CA3 and CA1 field potentials has
shown that there is no evidence for multiplicative structure in the noise processes
driving the dynamics. The modeling showed that additive noise, characterized
with a correlation coefficient and delay can fully explain the observed crossco-
variance functions between CA3 and CA1 field potentials. The time-resolved
analysis showed that the model parameters vary in a systematic way with the
power of the CA3 and CA1 field potentials. The merit of the model is that
is provides a dynamical interpretation of the covariance structure of CA3-CA1
field potentials. A next step in model building in to include a general drift func-
tion. This will allow one to discriminate between stochastic and deterministic
coupling.

5.5 Appendices

5.5.1 General solution

Again, let (x1(t), x2(t)) denote the linear resonators from (5.10) and (5.11). We
first assume that τ = 0. Using the state-space representation

z(t) = (x1(t), ẋ1(t), x2(t), ẋ2(t)),

of the system, its dynamics are described by

ż(t) = −Az(t) + ΣdB(t), (5.19)

where A is a 4× 4 block-diagonal matrix with blocks A1 and A2 given by

A1 =
(

0 −1
ω2

1 γ1

)
, A2 =

(
0 −1
ω2

2 γ2

)
,

and

Σ =


0 0
σ1 0
0 0
0 σ2

 .
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Furthermore, dB(t) = (dB1(t), dB2(t))T denotes 2-dimensional Browian motion
with dB1(t)dB2(t) = ρdt. The formal solution of (9) is given by

z(t) = e−Atz(0) +
∫ t

0

e−A(t−s)ΣdBs. (5.20)

Thus, z(t)|z(0) ∼ N4(e−Atz(0),Σt) where Σt denotes the covariance matrix
of
∫ t
0
e−A(t−s)ΣdBs. Since A is a block-diagonal matrix with blocks A1 and

A2, e−At is a block-diagonal matrix with blocks e−A1t and e−A2t, which are
computed in [43] and are given by

e−A1t =
1

λ1 − λ2

(
−λ2e

−λ1t + λ1e
−λ2t e−λ2t − e−λ1t

ω2
1(e−λ1t − e−λ2t) λ1e

−λ1t − λ2e
−λ2t,

)
.

and

e−A2t =
1

λ3 − λ4

(
−λ4e

−λ3t + λ3e
−λ4t e−λ4t − e−λ3t

ω2
2(e−λ3t − e−λ4t) λ3e

−λ3t − λ4e
−λ4t,

)
.

where λ1,2 = γ1/2 ± i
√
ω2

1 − γ2
1/4) and λ3,4 = γ2/2 ± i

√
ω2

2 − γ2
2/4) are the

eigenvalues of A1 and A2, respectively. To compute Σt we write∫ t

0

e−A(t−s)ΣdBs = MIt,

where M is the block-diagonal matrix with blocks

M1 =
σ1

λ1 − λ2

(
−e−λ1t e−λ2t

λ1e
−λ1t −λ2e

−λ2t

)
,

and

M2 =
σ2

λ3 − λ4

(
−e−λ3t e−λ4t

λ3e
−λ3t −λ4e

−λ4t

)
,

and where

It =
( ∫ t

0

eλ1sdB1(s),
∫ t

0

eλ2sdB1(s),
∫ t

0

eλ3sdB2(s),
∫ t

0

eλ4sdB2(s)
)T
.

The covariance matrix Σ̃t of It is given by

Σ̃(i, j) =
%i,j

λi + λj
(e(λi+λj)t − 1),
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where

% =


1 1 ρ ρ
1 1 ρ ρ
ρ ρ 1 1
ρ ρ 1 1

 ,

where we have used the general Itô isometry

E[
∫
f(s)dB1(s)

∫
g(s)dB2(s)] = ρ

∫
f(s)g(s)ds.

As a consequence, Σt = M Σ̃tMT .

Now let τ ≥ 0 and define y1(t) and y2(t) by (y1(t), y2(t)) = (x1(t), x2(t − τ)).
Then because of translation-invariance of (9), (y1(t), ẏ1(t), y2(t), ẏ2(t)) is a so-
lution of

ż(t) = −Az(t) + ΣdB̃(t), (5.21)

for t ≥ τ , where A and Σ are as above and dB̃(t) = (dB̃1(t), dB̃2(t))T is 2-
dimensional Brownian motion satisfying (5.8).

5.5.2 Crosscovariance function

Let τ = 0. Using the explicit solution (5.20) we find that the covariance between
x1(t) and x2(t+ s) for t, s > 0 and conditional on z(0) is given by

Cov
(
x1(t), x2(t+ s)|z(0)

)
=

σ1σ2

(λ1 − λ2)(λ3 − λ4)

E
[ ∫ t

0

(eλ2(a−t) − eλ1(a−t))dBs
∫ t+s

0

(eλ3(a−(t+s)) − eλ4(a−(t+s)))dBs
]

=
σ1σ2

(λ1 − λ2)(λ3 − λ4)∑
i=1,2

∑
j=3,4

(−1)i+jE
[ ∫ t

0

eλi(a−t)dB1(a)
∫ t+s

0

eλj(a−(t−s))dB2(a)
]

= ρ
σ1σ2

(λ1 − λ2)(λ3 − λ4)

∑
i=1,2

∑
j=3,4

(−1)i+je−(λit+λj(t+s))

∫ t

0

e(λi+λj)ada

= ρ
σ1σ2

(λ1 − λ2)(λ3 − λ4)

∑
i=1,2

∑
j=3,4

(−1)i+j

λi + λj
e−λjs

[
1− e−(λi+λj)t

]
.
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Now let τ ≥ 0. As we have seen in Appendix 5.5.1, the general solution to
(5.10) and (5.11) is given by (x1(t), x2(t − τ)), where (x1(t), x2(t)) is the solu-
tion to (5.10) and (5.11) with τ = 0. It follows that the general crosscovariance
function is obtained by translating the crosscovariance function for τ = 0 over
−τ . Letting t → ∞ we obtain the steady-state crosscovariance function c1,2
between x1 and x2:

c1,2(s) = ρ
σ1σ2

(λ1 − λ2)(λ3 − λ4)

∑
i=1,2

∑
j=3,4

(−1)i+j

λi + λj
e−λj(s−τ), (5.22)

for s ≥ τ and, by a symmetry argument, we have that

c1,2(s) = ρ
σ1σ2

(λ1 − λ2)(λ3 − λ4)

∑
i=1,2

∑
j=3,4

(−1)i+j

λi + λj
e−λi(τ−s), (5.23)

for s ≤ τ , which hold for all τ ∈ R.

5.5.3 The underdamped case

When both x1 and x2 are underdamped (ω1 > γ1/2 and ω2 > γ2/2) we can
rewrite the steady-state crosscovariance function given by (5.12) and (5.13) in
terms of the observable frequencies Ω1 =

√
ω2

1 − γ2
1/4 and Ω2 =

√
ω2

2 − γ2
2/4.

Note that in the case λ∗2 = λ1 = γ1/2 + iΩ1 and λ∗4 = λ3 = γ2/2 + iΩ2, where ∗
denotes complex conjugation, and that λ1λ2 = ω2

1 and λ3λ4 = ω2
4 . We will use

these facts in the subsequent derivation. First let τ = 0. Note that c1,2 can be
rewritten as

c1,2(s) = −ρ σ1σ2

4Ω1Ω2

[2Re{(λ1 + λ3)e−λ4s}
(λ1 + λ3)(λ2 + λ4)

− 2Re{(λ1 + λ4)e−λ3s}
(λ1 + λ4)(λ2 + λ3)

]
= ρ

σ1σ2

2Ω1Ω2

(
(γ̄2 + (Ω1 + Ω2)2

)
Re{(λ1 + λ4)e−λ3s}

(λ1 + λ3)(λ2 + λ4)(λ1 + λ4)(λ2 + λ3)
−

ρ
σ1σ2

4Ω1Ω2

(
(γ̄2 + (Ω1 − Ω2)2

)
Re{(λ1 + λ3)e−λ4s}

(λ1 + λ3)(λ2 + λ4)(λ1 + λ4)(λ2 + λ3)

where γ̄ = (γ1 + γ2)/2 denotes the mean damping. Moreover,

Re{(λ1 + λ3)e−λ4s} = e−
γ2
2 s
[
γ̄ cos Ω2s− (Ω1 + Ω2) sinΩ2s

]
,
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and
Re{(λ1 + λ4)e−λ3s} = e−

γ2
2 s
[
γ̄ cos Ω2s+ (Ω1 − Ω2) sinΩ2s

]
.

Let us denote D1 = γ̄2 + (Ω1 + Ω2)2 and D2 = γ̄2 + (Ω1 − Ω2)2. Then c1,2 can
be rewritten as

c1,2(s) = ρ
σ1σ2

2Ω1Ω2[ γ̄(D1 −D2)
D1D2

cos Ω2s+
D1(Ω1 − Ω2) +D2(Ω1 + Ω2)

D1D2
sinΩ2s

]
e−

γ2
2 s

Denoting

C = ρ
σ1σ2

2Ω1Ω2

γ̄(D1 −D2)
D1D2

and rewriting

D1(Ω1 − Ω2) +D2(Ω1 + Ω2)
γ̄(D1 −D2)

=
γ̄

2Ω2
+

Ω2
1 − Ω2

2

2γ̄Ω2
,

leads to

c1,2(s) = C
[
cos Ω2s+ (

γ̄

2Ω2
+

Ω2
1 − Ω2

2

2γ̄Ω2
) sinΩ2s

]
e−

γ2
2 s.

For τ ∈ R we thus find that

c1,2(s) = C
[
cos Ω2(s− τ) + (

γ̄

2Ω2
+

Ω2
1 − Ω2

2

2γ̄Ω2
) sinΩ2(s− τ)

]
e−

γ2
2 (s−τ),

for s ≥ τ and

c1,2(s) = C
[
cos Ω1(s− τ) + (

γ̄

2Ω1
+

Ω2
2 − Ω2

1

2γ̄Ω1
) sinΩ1(s− τ)

]
e−

γ1
2 (τ−s),

for s ≤ τ .
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Samenvatting

Empirische dynamica van
neuronale ritmes
Dit proefschrift handelt over de analyse van elektrische signalen die gemeten zijn
in het centrale zenuwstelsel. Hierbij beperken we ons tot zogenaamde magneto-
encefalografische (MEG) metingen gedaan bij menselijke proefpersonen tijdens
rust (d.w.z. in de afwezigheid van expliciete cognitieve, perceptuele of mo-
torische taken) en lokale veldpotentialen (LFP) gemeten in plakjes hippocam-
pus van muizen onder verschillende farmacologische condities. Aangezien de
signalen die dit type metingen oplevert vaak ritmisch zijn, spreken we van neu-
ronale ritmes, oscillaties of hersengolven. Omdat de signalen zijn gemeten in
de afwezigheid van specifieke taken (en in het geval van de LFP data in de
afwezigheid van elektrische stimulatie), worden deze data vaak spontaan ge-
noemd. Het type analyse waarop we ons concentreren is een dynamische, wat
betekent dat we het temporele gedrag van de signalen onderzoeken. Wiskundig
hebben we dan te doen met differentiaalvergelijkingen. De aanpak die we volgen
is het vinden van geschikte differentiaalvergelijkingen om de dynamica van de
data te beschrijven, en vervolgens de parameters van het model te schatten uit
de data. De geschatte parameters bevatten informatie over de dynamica van de
data en daarmee over de onderliggende elektrische processen. Omdat in deze
aanpak de data worden gebruikt om het model vast te leggen wordt deze aan-
pak ook wel data-gedreven genoemd. In tegenstelling tot biofysiche modellen van
neuronale activiteit (waarin de parameters een directe natuurkundige betekenis
hebben) bevatten de modellen die worden gebruikt in dit proefschrift alleen di-
mensieloze parameters. Om deze reden wordt dit soort modellen empirisch of
fenomenologisch genoemd. Hoofdstuk 1 behandelt achtergrond aangaande de
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fysiologie van hersengolven, het meetinstrumentarium en de analyse van neu-
rofysiologische signalen. Ook wordt daarin een beknopte samenvatting gegeven
van de benodigde wiskundige theorie, te weten, synchronisatie theorie en met
name de theorie van zwak-gekoppelde oscillatoren, en de theorie van stochas-
tische differentiaalvergelijkingen.

In Hoofdstuk 2 onderzoeken we de koppeling tussen frontale en occipitale hersen-
golven in de alfa en beta frequentiebanden, gemeten met MEG bij gezonde
proefpersonen. Hiertoe wenden we de theorie van zwak-gekoppelde oscillatoren
aan (zie Sectie 1.3.2.). In deze theorie wordt de koppeling beschreven door zoge-
naamde koppelingsfuncties. We introduceren een methode om deze koppelings-
functies uit de gemeten data te schatten en vergelijken deze methode met een
bestaande methode met behulp van gesimuleerde data. Verder tonen we aan dat
niet-gekoppelde alfa golven die door volumegeleiding gemixed worden slechts
symmetrische koppelingsfuncties kunnen bezitten. Dit feit stelt ons in staat om
echte (neuronale) koppeling van onechte koppeling (veroorzaakt door volume-
geleiding) te onderscheiden. De toepassing op MEG laat zien dat het model de
geobserveerde fase-synchronisatie tussen frontale en occipitale alfa golven kan
verklaren. Verder suggereert het dat de koppelingsmechanismen waarmee alfa
golven synchroniseren, verschilt van die waarmee beta golven dit doen. Deze
studie laat zien dat het gebruik van expliciete dynamische modellen leidt toch
meer inzicht in de koppelingsstructuur van spontane hersengolven zoals gemeten
met MEG.

In Hoofdstuk 3 onderzoeken we de dynamica van lokale veldpotentialen ge-
meten in plakjes hippocampus van muizen van diverse genetische lijnen in de
afwezigheid van de cholinergische agonist carbachol. Voor de analyse van de data
wenden we de theorie van stochastische differentiaalvergelijkingen (zie Sectie
1.2.1) aan. We passen een bestaande statistische methode toe om de parameters
van het model uit de data te schatten. Toepassing van deze methode toont aan
dat de dynamica van de data beschreven kan worden door een één-dimensionale
stochastische differentiaalvergelijking met lineaire drift- en parabolische dif-
fusiefunctie. Dit betekent dat de data een niet-triviale stochastische struc-
tuur bezitten (zogenaamde multiplicatieve ruis) en dus niet met een eenvoudig
Ornstein-Uhlenbeck model beschreven kunnen worden. De niet-triviale stochas-
tische structuur legt bloot dat pyramidaalcellen tijdelijke uitbarstingen van
gesynchroniseerde activiteit vertonen. Dit is een bekend fenomeen in de aan-
wezigheid van carbachol, maar is nog niet systematisch onderzocht in de huidige
experimentele conditie. Verder toont het model aan dat de sterkte van gemeten
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hippocampische activiteit voornamelijjk een deterministische eigenschap is en
in mindere mate een stochastische. Via een erfelijksheidsanalyse tonen we aan
dat de niet-triviale stochastische structuur van de data een erfelijkheid heeft die
hoger is dan die van de conventioneel gebruikte signaalsterkte, wat de biologische
relevantie van het model illustreerdt. Deze studie laat zien dat de toepassing van
expliciete dynamische modellen nieuwe informatie geeft over de gemeten veld-
potentialen en daarmee over de elektrische processen in hippocampisch weefsel.

In Hoofdstuk 4 onderzoeken we spontane alfa golven, gemeten met MEG bij
gezonde proefpersonen en bij vroege Alzheimer patiënten. Hiertoe wenden
we weer de theorie der stochastische differentiaalvergelijkingen aan. In tegen-
stelling tot Hoofdstuk 3 bevat de data in dit hoofdstuk ritmische componen-
ten. Wiskundig betekent dit dat we niet meer kunnen volstaan met eerste-orde
differentiaalvergelijkingen. We concentreren ons in deze studie op tweede-orde
stochastische differentiaalvergelijkingen. We geven een complete wiskundige
beschrijving van de eigenschappen van het gebruikte model en introduceren een
methode om de model parameters uit de data te schatten. Door middel van
numerieke simulaties tonen we aan dat de methode betere schattingen oplev-
ert dan een populaire en veel gebruikte methode. De resultaten tonen aan
dat de dynamica van spontane alfa golven beschreven wordt door een lineair-
gedempte harmonische oscillator, aangedreven door additieve ruis. Deze bevin-
ding onderbouwt de hypothese dat spontane alfa golven een zogenaamde vaste-
punt dynamica bezitten en dus geen limit-cycle dynamica. Verder stelt het
model ons in staat om een geobserveerde afname van de sterkte van gemeten
alfa golven (zoals bijvoorbeeld bij vroege Alzheimer patiënten) te beschrijven in
dynamische termen. Deze studie toont de toepasbaarheid aan van stochastische
differentiaalvergelijkingen om spontane MEG alfa golven te beschrijven en dat
deze toepassing leidt tot een dynamische interpretatie van de sterkte van deze
hersengolven.

In hoofstuk 5 onderzoeken we opnieuw de koppeling tussen spontane hersen-
golven. Echter, waar we in Hoofdstuk 2 gebruik maakten van de theorie van
zwak-gekoppelde oscillatoren, pogen we in dit hoofdstuk de koppeling te beschri-
jven door twee lineair gedempte harmonische oscillatoren wiskundig aan elkaar
te koppelen. Alhoewel in het algemeen de koppeling tussen twee stochastische
differentiaalvergelijkingen zowel een deterministisch als een stochastisch gedeelte
heeft, beperken we ons tot stochastische koppeling. Dit betekent dat de os-
cillatoren gekoppeld zijn via correlaties in de ruisprocessen die de oscillatoren
aandrijven. We geven een complete wiskundige beschrijving van de eigenschap-
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pen van dit model en introduceren een methode om de parameters uit data
te schatten. Verder voeren we een pilot studie uit op lokale veldpotentialen
simultaan gemeten in de hippocampische gebieden CA1 en CA3 van muizen
tijdens de zogenaamde wash-in periode van carbachol. Deze pilot studie laat
zien dat het model een redelijke beschrijving geeft van de dynamica van de
data en dat ze de geobserveerde correlaties tussen de signalen gemeten in CA1
en CA3 kan verklaren. Verder vinden we een systematisch verband tussen de
twee koppelingsparameters (de sterke en vertraging van de correlaties tussen
de ruisprocessen). Deze studie laat zien dat de toepassing van stochastische
differentiaalvergelijkingen op hersengolven succesvol kan worden uitgebreid tot
simultaan gemeten hersengolven en daarmee leidt tot meer inzicht in neuronale
koppelingsdynamica.
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